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Resumen

En esta tesis se lleva a cabo el estudio de dos temas emergentes en el
campo de la inteligencia artificial. La primera parte del presente documento
versa sobre métodos de reconocimiento de objetos en 3D. El reconocimien-
to de objetos en general consiste en comprender qué objetos aparecen en los
datos de entrada de un sistema inteligente. Cualquier robot, desde robots
industriales a robots sociales, pueden sacar provecho de esta capacidad
para mejorar su rendimiento y llevar a cabo tareas de más alto nivel. De
hecho, este tema ha sido ampliamente estudiado y algunos de los sistemas
de reconocimiento de objetos del estado del arte superan en precisión a los
humanos. Sin embargo, estos métodos se basan en imágenes. Es decir, se
basan en detectar características visuales. Esto puede suponer un problema
en algunas aplicaciones puesto que existen objetos que se parecen a otros
objetos, pero que no lo son realmente. Por ejemplo, un robot social que
reconoce una cara en una fotografía, o un vehículo inteligente que reconoce
a un peatón en una valla publicitaria. Una posible solución a este problema
podría ser involucrar datos tridimensionales de forma que el sistema no se
fijaría en características visuales si no en características topológicas. Así
pues, en esta tesis se lleva a cabo un estudio sobre métodos de reconoci-
miento de objetos 3D. Las aproximaciones propuestas en este documento,
que usan métodos de deep learning, toman como entrada nubes de puntos
y devuelven la categoría del objeto. Las propuestas han sido evaluadas con
diferentes retos, conjuntos de datos y datos provienientes de sensores reales
con gran éxito.

La segunda parte de la tesis trata de la estimación de poses de ma-
nos. Este interesante tema se enfoca en calcular la cinemática de la mano.



Diferentes sistemas, desde interacción humano-máquina y realidad virtual,
hasta robots sociales, pueden aprovecharse de esta capacidad. Por ejemplo,
para controlar un ordenador con gestos de la mano o para interactuar con
un robot social que es capaz de comprender el lenguaje no verbal de los
humanos. Así pues, en el presente documento figuran algunas propuestas
para obtener la pose de la mano. Las propuestas aceptan como entrada
imágenes de color y devuelven la pose 2D y 3D de la mano en el plano
de la imagen y en el sistema de coordenadas de Euler. Concretamente, las
poses de las manos están codificadas como una colección de puntos que
representan las articulaciones de la mano de forma que la pose completa
de la mano puede ser reconstruida fácilmente. Los métodos que aquí se
proponen han sido evaluados usando conjuntos de datos propios y públi-
cos, y se han integrado con gran éxito en una aplicación de teleoperación
de manos robóticas.



Abstract

In this thesis, a study of two blooming fields in the artificial intelligence
topic is carried out. The first part of the present document is about 3D
object recognition methods. Object recognition in general is about pro-
viding the ability to understand what objects appears in the input data of
an intelligent system. Any robot, from industrial robots to social robots,
could benefit of such capability to improve its performance and carry out
high level tasks. In fact, this topic has been largely studied and some
object recognition methods present in the state of the art outperform hu-
mans in terms of accuracy. Nonetheless, these methods are image-based,
namely, they focus in recognizing visual features. This could be a problem
in some contexts as there exist objects that look alike some other, different
objects. For instance, a social robot that recognizes a face in a picture, or
an intelligent car that recognizes a pedestrian in a billboard. A potential
solution for this issue would be involving tridimensional data so that the
systems would not focus on visual features but topological features. Thus,
in this thesis, a study of 3D object recognition methods is carried out.
The approaches proposed in this document, which take advantage of deep
learning methods, take as an input point clouds and are able to provide
the correct category. We evaluated the proposals with a range of public
challenges, datasets and real life data with high success.

The second part of the thesis is about hand pose estimation. This is
also an interesting topic that focuses in providing the hand’s kinematics.
A range of systems, from human computer interaction and virtual reality
to social robots could benefit of such capability. For instance to interface a
computer and control it with seamless hand gestures or to interact with a



social robot that is able to understand human non-verbal communication
methods. Thus, in the present document, hand pose estimation approaches
are proposed. It is worth noting that the proposals take as an input color
images and are able to provide 2D and 3D hand pose in the image plane
and euclidean coordinate frames. Specifically, the hand poses are encoded
in a collection of points that represents the joints in a hand, so that they
can be easily reconstructed in the full hand pose. The methods are eval-
uated on custom and public datasets, and integrated with a robotic hand
teleoperation application with great success.
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Chapter 1

Introduction

This first chapter introduces the main topic of this thesis. The
chapter is organized as follows: Section 1.1 establishes the frame-
work for the research activity proposed in this thesis and introduces
the motivation of this work. Next, in Section 1.2, the different tools
used during the development of the thesis are shown. In Section
1.3, the proposal and goals are presented. Finally, Section 1.4 shows
the structure of the document.

1.1 Introduction and Motivation

In this document, two main topics are discussed. First, it is covered
tridimensional object recognition on point clouds. Then, tridimensional
hand pose estimation from color images is discussed as well.

The tridimensional object recognition methods are intended to classify
objects that exist in the 3D world. For instance, Computer-Aided Design
(CAD) models that are composed of nodes and edges, or point clouds that
are composed by an array of points. The ability to take these representa-
tions provide several advantages as the reasoning is made in the topological
facet of the data.

Almost all the approaches that are mentioned or proposed in this doc-
ument are deep learning-based. This is because these kind of system have
reportedly surpassed the accuracy of humans when it comes to classifi-
cation cues. They have also outperformed the previous state of the art
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methods by a large margin in some other tasks such as object localization,
image segmentation and many others.

Nonetheless, the mentioned approaches tend to use 2D data, namely,
images. Thus, the deep learning methods applied to images are based in
learning and detecting visual features. This yields an inherent challenge
which is very hard to address with just 2D data. Namely, all the objects
that are visually similar to other objects, but they are not in fact those
objects, will be prone to fail. For instance, a picture of a person, would be
detected just as a person, or an image of a car in a TV would be detected
as a car. However, they are not a person and a car, they are a picture and
a TV. The 2D approaches will focus on the visual features leading, thus,
to eventual fails.

It is worth noting that this issue does not render the 2D approaches
useless though. There are still a range of applications where this kind of
methods are adequate. However, there are many others where they are
not applicable at all. For instance, in the self-driving and intelligent trans-
portation systems. The object recognition capabilities are key in these
systems and the urban environment is filled with the misleading cases
mentioned before in which a 2D approach would fail. For instance, printed
adverts, billboards or intelligent displays.

Regarding the hand pose estimation, these kind of systems are intended
to provide the model of a hand from any input data. The ability to esti-
mate a person’s hand pose is very useful for sign language understanding,
Human-Computer interaction (HCI) and Human-Robot Interaction (HRI),
Virtual Reality (VR) tasks and natural seamless robot teleoperation.

The approaches which are proposed in this document take as an input a
color image and provides the coordinates of each joint in a hand. This kind
of presentation is straightforward and easy to understand and work with,
and provides a faithful model of each individual hand’s features. Despite
the image-based approaches have the issues stated earlier, this would still
be useful for a range of different applications, as stated before as well.
It is worth noting that the systems proposed in this thesis are also deep
leaning-based due to the high accuracy they provide as discussed before.
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In this document, we focus in 2D and 3D hand pose estimation. In
the first one, the pose is expressed in u, v pixel coordinates on the image
plane, whilst in the second one the pose is stated in the x, y, z 3D world
reference frame. In addition, it is also worth noting that we successfully
applied our 3D hand pose estimation method to robot hand teleoperation
tasks.

It is worth noting as well that, in order to train a deep learning method,
large amounts of annotated data are needed. In this regard, by the time we
explored this topic, there were almost no datasets that provided the suf-
ficient number of annotated samples. Thus, we also propose a large-scale
multiview hand pose dataset in the current document, and the methodol-
ogy to effortlessly generate accurate ground truth data.

Finally, in this document, the matter of tridimensional object recogni-
tion is explored in depth by proposing different methods to address it. In
Chapters 3 and 4 there are proposed two different methods to pure tridi-
mensional object recognition. Chapter 3 also delves in the application of
the proposal on actual sensor-provided point clouds and its deployment
on intelligent cars. Finally, Chapter 5 focuses on 2D and 3D hand pose
estimation, and its chance to be applied to robot hand teleoperation. In
this Chapter, it is also proposed a large-scale multiview hand pose dataset,
and the methodology we followed to easily and effortlessly generate high
amounts of ground truth data.

It is important to remark that this thesis has been carried out within
the framework of the following projects:

• SIRMAVED: An integrated robotic system for monitorization and
interaction of the brain injured and handicapped persons Founded by
the Ministerio de Economía de España and supported by FEDER
funds. DPI2013-40534-R.

• RETOGAR: A system to enhance the autonomy of the brain injured
and handicapped persons for their integration in society. Founded by
the Ministerio de Economía de España and supported by FEDER
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funds. DPI2016-76515-R.

Also, under the following grants:

• ACIF grant for PhD studies. Supported by Generalitat Valenciana,
Conselleria d’Educació, Investigació, Cultura i Esport. ACIF/2017/243.

• BEFPI grant for PhD studies. Supported by Generalitat Valen-
ciana, Conselleria d’Educació, Investigació, Cultura i Esport. BEF-
PI/2019/039.

1.2 Methodology

In this chapter, some resources that are recurrently used and referenced
within the manuscript are explained, such as the deep learning concept.
In addition, there are also explained some frameworks that have been used
for implementing the approaches, and the datasets we used to train, test
and validate them as well.

1.2.1 Deep Learning

The Deep Learning (DL) concept is a branch of Artificial Intelligence
(AI). Namely, they are a family of algorithms that are able to carry out
tasks that normally require human intelligence, such as visual perception,
speech recognition, decision-making, and translation between languages.
Deep learning-based methods differ from traditional artificial intelligence
methods, such as neural networks, in two main aspects. On the one hand,
DL models circumvent the limitations of traditional algorithms, such as
the vanishing gradient problem [Hu et al., 2018], enabling deeper network
architectures and, thus, reaching greater accuracy. On the other hand,
these algorithms also introduce a range of new technologies that help to
further improve the learning process, such as new optimizers like ADAM
[Kingma and Ba, 2014a], and new activation functions like Rectified Linear
Units (ReLU).

Some of the ideas behind the DL methods are not specially novel. For
instance, the Convolutional Neural Networks (CNNs) were firstly proposed
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on [Fukushima, 1980], in 1980. Nonetheless, they could not be fully ex-
ploited until recently due to two main reasons. First, by the time the
algorithms were proposed, they lacked the computational power to fur-
ther explore their possibilities. Second, in order to train these algorithms,
a large amount of data is required, which was not available at the time.
However, in 2012, Alex Krizhevsky proposed AlexNet [Krizhevsky et al.,
2012], which was a CNN, and outperformed by a large margin the rest of
the approaches submitted to the ImageNet challenge that year.

Since then, DL approaches have been applied to any possible task
achieving unprecedented levels of accuracy. With the success of the algo-
rithms, a range of frameworks emerged. These DL frameworks implement
and encapsulate a lot of low-level details so the users can easily exploit
their advantages without being complete experts in the methods them-
selves. Next, this matter is further elaborated.

1.2.2 Deep Learning Frameworks

As mentioned before, the DL frameworks are libraries that allow a fast
development on a DL algorithm by implementing and encapsulating low-
level details so the users can easily exploit their advantages without being
complete experts in the methods themselves, and rapidly implement their
architectures. The frameworks also implement the training and deploy-
ment pipelines, which can be seamlessly used by any architecture. Next, a
brief description of the frameworks that are used to implement the methods
mentioned in this document is given.

1.2.2.1 Tensorflow and Keras

As stated in their webpage 1, TensorFlow is an end-to-end open source
platform for machine learning. It has a comprehensive, flexible ecosystem
of tools, libraries and community resources that lets researchers push the
state-of-the-art in Machine Learning (ML) and developers easily build and
deploy (ML) powered applications. This is one of the most popular frame-

1https://www.tensorflow.org/about

https://www.tensorflow.org/about
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works and provides ease of use and different abstraction levels. Thus, this
framework completely suits the expert and the novice. In addition, it is
available for a range of hardware and software platforms, from embedded
devices to workstations and servers, and from webpages to python scripts.
It also provides a high-level, yet powerful Application Programming Inter-
face (API), which is named Keras, and usually is the entry point to this
framework.

1.2.2.2 PyTorch and Caffe

PyTorch 2 is another popular deep learning framework. Their features
are very similar to its direct competitor Tensorflow, which is discussed in
Section 1.2.2.1.

Caffe was one of the first Deep Learning DL frameworks that emerged,
and some of the works introduced in this manuscript utilized it. Currently,
Caffe is part of the PyTorch core, so it actually lacks of their own entity
as for today.

1.2.2.3 DarkNet

As stated in their webpage 3, DarkNet is an open source neural network
framework written in C and CUDA. It is fast, easy to install, and supports
CPU and GPU computation. It is not actually very popular or that easy
to use, but some notorious architectures were first implemented on this
framework. Namely, Yolo [Redmon and Farhadi, 2017], which is one of the
best image-based object detectors in the state of the art, was first released
in this framework.

1.2.3 Datasets

To train, test and validate the DL models, a proper dataset is needed.
A dataset is just a collection of data. Ideally, the dataset must yield some
features. For instance, it must be composed of a large amount of samples,
they must provide a uniform feature representation with no biases, and it

2https://pytorch.org
3https://pjreddie.com/darknet/

https://pytorch.org
https://pjreddie.com/darknet/
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must provide accurate ground truth as well.

The datasets that are involved in the experiments detailed in this
manuscript are thoroughly described next.

1.2.3.1 ModelNet

As the original authors state in their webpage, the goal of the Princeton
ModelNet [Wu et al., 2015] project is to provide researchers in computer
vision, computer graphics, robotics and cognitive science, with a compre-
hensive clean collection of 3D CAD models for objects. To build the core
of the dataset, they compiled a list of the most common object categories
in the world, using the statistics obtained from the SUN database. Once
the vocabulary for objects was established, they collected 3D CAD models
belonging to each object category using online search engines by querying
for each object category term. Then, a team of human workers on Amazon
Mechanical Turk were hired to manually decide whether each CAD model
belongs to the specified categories, using an in-house designed tool with
quality control. To obtain a very clean dataset, 10 popular object cate-
gories were chosen, and manually deleted the models that did not belong
to these categories. Furthermore, they manually aligned the orientation of
the CAD models as well. They provide a reduced version with 10 categories
and the complete version composed of 40 different categories. They do not
only host the dataset, but the corresponding challenge as well. ModelNet
is the state of the art in 3D object recognition datasets, and they set an
invaluable comparing framework.

Figure 1.1: Samples of desks and tables of the ModelNet dataset.

Regarding its limitations, it should be noted that the models are CAD
and do not share the same scale reference, so it is likely to find a chair that
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is bigger than a plane. Furthermore, the scale is not even the same within
the samples of the same category. It is also worth noting that some of
the categories barely represent different kind of objects. For instance, the
dataset involves the categories desk and table, which are essentially the
same, as depicted in Figure 1.1; or mug, cup and vase that usually share
the same 3D and visual features. Finally, the datasets are not balanced at
all.

1.2.3.2 ShapeNetV2 Core

ShapeNet [Chang et al., 2015] is a project that aims to collect a large-
scale dataset of righly-annotated 3D shapes. It is an on-going project,
meaning that they are continuously updating the database with new sam-
ples. The categories follow the WordNet hierarchy.

As they are continuously updating the dataset, they eventually release
a collection of accurately annotated samples, which is named ShapeNet-
Core. ShapeNetCoreV2 is a subset of the full ShapeNet dataset. It covers
55 common object categories with about 51,300 unique 3D models. Some
samples of this dataset could be seen on Figure 1.2. Table 1.1 shows the
number of samples per category.

Figure 1.2: Some random samples of the ShapeNet dataset.

ID Category # of samples ID Category # of samples

1 Airplane 4045 29 Jar 596
2 Trashcan 343 30 Knife 412
3 Handbag 83 31 Lamp 2317
4 Handbasket 113 32 Laptop 460
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5 Bathtub 856 33 Speaker 1597
6 Bed 233 34 Mailbox 94
7 Bench 1813 35 Microphone 67
8 Bird House 73 36 Microwave 152
9 Bookshelf 452 37 Motorcycle 337
10 Bottle 498 38 Mug 214
11 Bowl 186 39 Piano 239
12 Bus 939 40 Pillow 96
13 Cabinet 1571 41 Pistol 307
14 Camera 113 42 Pot 599
15 Tincan 108 43 Printer 166
16 Cap 56 44 Remote 66
17 Car 3514 45 Rifle 2371
18 Cellphone 830 46 Rocket 85
19 Chair 6778 47 Skate 151
20 Clock 651 48 Sofa 3173
21 Keyboard 65 49 Stove 218
22 Dishwasher 93 50 Table 8435
23 Display 1091 51 Telephone 1088
24 earphone 73 52 Tower 133
25 Faucet 744 53 Train 389
26 File 298 54 Watercraft 1938
27 Guitar 797 55 Washer 169
28 Helmet 162

Table 1.1: ShapeNetV2 Core samples per class distribution.

The samples of this dataset come in a mesh format as well. ShapeNetV2
Core yields the same problem related to the scale shown by ModelNet, so it
is likely to find a bottle that is bigger than a bus. Nonetheless, they recently
released a version with corrected scale, weight and volume annotations
named ShapeNetSem. Sadly, it was released after the experimentation
shown in this thesis was carried out.
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1.2.3.3 IKEA Dataset

The IKEA dataset it a collection of 3D models representing typical
indoor scenes and corresponding images. The models were designed after
the IKEA catalog, and the images were retrieved from Flikr, which is a
public image repository. The annotation consists in category and pose, as
the 3D models were manually superimposed on the image plane. Thus,
the dataset is intended to develop and evaluate fine pose estimation based
on 3D models. Nonetheless, we adopted the CAD models for evaluating
our 3D object recognition methods. Some random samples of this daaset
are shown in Figure 1.3.

Figure 1.3: Some random samples of the IKEA dataset.

As limitations of this dataset could be mentioned that its number of
samples is very small compared with ModelNet or ShapeNet. Due to this
reason, we only used it for testing and not for training. In addition, we
found some mislabeled samples in this dataset.

1.2.3.4 ObjectNet Dataset

ObjectNet [Xiang et al., 2016] is a dataset for 3D object recognition.
It is composed of 100 categories that include 90127 images. In total, it
provides 201888 instances of objects in these images and 441473D shapes.
Objects in the images in this database are aligned with the 3D shapes, and
the alignment provides both accurate 3D pose annotation and the closest
3D shape annotation for each 2D object. Namely, the corresponding 3D
shape for the 2D object are approximately the same, but not exactly the
same.

They also provide baseline experiments on four tasks: region proposal
generation, 2D object detection, joint 2D detection and 3D object pose es-
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timation, and image-based 3D shape retrieval, which can serve as baselines
for future research using the database. Some samples of the 3D models
can be seen in Figure 1.4.

Figure 1.4: Some random samples of the ObjectNet dataset.

As we are only interested in pure 3D object recognition, the corre-
sponding images are discarded. Thus, we only used the 3D shapes and
the category annotation. Furthermore, we only used the samples which
categories overlap with ModelNet-10.

1.2.3.5 The University of Sydney Campus Dataset

The University of Sydney Campus dataset [Zhou et al., 2019a] presents
a long-term, large-scale dataset collected over the period of 1.5 years on
a weekly basis over the University of Sydney campus and surrounds. The
USyd Campus dataset has been designed to aid in the development, valida-
tion and testing of algorithm robustness under a wide variety of conditions.
It includes multiple sensor modalities and covers various environmental
conditions as well as diverse changes to illumination, scene structure, and
pedestrian/vehicle traffic volumes. The dataset also includes a semantic
segmentation dataset with different illumination conditions and camera
perspectives, and a ‘Road’ class image dataset which is automatically gen-
erated using lidar. To facilitate the dataset use by researchers and practi-
tioners, they also provide a set of development tools for the analysis and
visualisation of the dataset. Some samples of the dataset can be seen in
Figure 1.5.

We used this dataset to extract color Area of Interest (AOI) of objects
and the corresponding point clouds in order to build a dataset and train
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Figure 1.5: Some random samples of The USyd Campus dataset.

PointRgbNet, as explained in Section 3.6.

1.2.3.6 KITTI Dataset

As explained by the original authors in their webpage, KITTI takes
advantage of the autonomous driving platform Annieway to develop novel
challenging real-world computer vision benchmarks. The tasks that can be
tacked by this dataset include: stereo, optical flow, visual odometry, 3D
object detection and 3D tracking. For this purpose, the vehicle, which is
a standard station wagon, is equipped with two high-resolution color and
grayscale video cameras. Accurate ground truth is provided by a Velodyne
laser scanner and a GPS localization system. The datsets were captured
by driving around the mid-size city of Karlsruhe, in rural areas and on
highways. Up to 15 cars and 30 pedestrians are visible per image. Be-
sides providing all data in raw format, KITTI also provides benchmarks
for each task. For each of the benchmarks, they also provide an evaluation
metric. Preliminary experiments showed that methods ranking high on
established benchmarks such as Middlebury perform below average when
being moved outside the laboratory to the real world. The goal of this
dataset is to reduce this bias and complement existing benchmarks by
providing real-world benchmarks with novel difficulties to the community.
Some samples of the dataset could be seen in Figure 1.6.

We used this dataset to evaluate PointRgbNet, as explained in Section
3.6.
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Figure 1.6: Some random samples of the KITTI dataset.

1.2.3.7 Stereo Hand Pose Tracking Benchmark

The Stereo Hand Pose Tracking Benchmark is a long-term 3D hand
pose tracking benchmark. It contains 18,000 stereo image pairs and the
corresponding ground-truth 3D positions of palm and finger joints from
different scenarios. The dataset is simultaneously captured by a Point
Grey Bumblebee2 stereo camera and an Intel Real Sense F200 active depth
camera. They manually labeled the positions of finger joints and center of
palm in the depth images. The benchmark contains six environments with
different difficulty levels for hand segmentation and disparity estimation.
As it is hard to track hand poses with self-occlusions or global rotations,
they captured two sequences for every environment without and with these
two tracking difficulties. The benchmark has thus 12 different sequences
and every sequence contains 1,500 stereo pairs and depth images. Figure
1.7 shows some samples of this dataset.

Figure 1.7: Some random samples of the Stereo Hand Pose Tracking Benchmark.

1.2.3.8 Rendered Hand Pose Dataset

This dataset is composed of color images of hands, depth and segmen-
tation masks. The hand poses are also provided in x,y coordinates on the
image plane, and xyz position in the 3D world coordinate frame. It con-
tains 41258 training and 2728 testing samples. It was created with freely
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available characters from Mixamo and rendered with Blender. Thus, this
dataset is fully synthetic. This means that the ground truth is perfect but
the samples are not realistic enough. This fact could lead to a potential
lack of generalization problem if any system is trained on this dataset.
Some random samples of this dataset are shown in Figure 1.8.

Figure 1.8: Some random samples of the Rendered Hand Pose Dataset.

1.3 Proposal and Goals

In this work, the proposals are intended to push forward the bound-
aries of tridimensional object recognition and tridimensional hand pose
estimation.

Thus, two main goals are pursued in this thesis. First, the work aims to
achieve an accurate object recognition for 3D data. Second, it also focuses
on improve the tridimensional hand pose estimation from color images.

Specifically, the goals of this research work are the following:

• To develop a method for recognizing tridimensional objects and apply
it to a specific task

• To develop a method for hand pose estimation and apply it to a
specific task

1.4 Outline of the Thesis

According to the topics covered in this thesis, the rest of the document
is structured as follows:

In Chapter 2, Background, the main related works to 3D object recog-
nition and hand pose estimation are discussed.
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In Chapter 3, Tridimensional Object recognition Using a Volu-
metric Representation, we explore the possibilities of involving a volu-
mentric representation of tridimensional objects in a deep learning pipeline.
We propose different methods that are able to work on full representation
of the objects and on partial representation, and we finally delve in its
application on Lidar data and urban object detection within the context
of intelligent transportation systems.

In Chapter 4, Tridimensional Object recognition Using a Slice-
based Representation, we explore a different solution to tridimensional
object representation. In this approach, the point cloud is projected to the
image plane using slices took from the object in order to completely take
advantage of the most accurate image-based deep learning approach.

In Chapter 5, Hand Pose Estimation, we propose 2D and 3D hand
estimation methods. In addition, it is also introduced a large-scale multi-
view hand pose dataset and the methodology we followed to easily capture
large amounts of annotated data.

In Chapter 6, Conclusion, the final conclusions and considerations are
drawn. Moreover, contributions to the topic are presented and publications
derived from this work are enumerated. To conclude the chapter, future
directions of the research carried out are shown as well.





Chapter 2

Background

In this Chapter, we describe the most relevant related works about
3D object recognition and hand pose estimation. A brief introduc-
tion is provided in Section 2.1. Then, in Section 2.2, it is explained
some background about tridimensional object recognition. In addi-
tion, the state-of-the-art regarding hand pose estimation is shown
in Section 2.3. Finally, some conclusions about the reviewed works
are given in Section 2.4.

2.1 Introduction

A brief review of the state-of-the-art could help to put into context the
works introduced in this thesis. It could help to understand the limitations
of the methods that are currently released and to remark the main contri-
butions and differences of the approaches proposed in this manuscript.

In this regard, in the following Sections, the most related works to
tridimensional object recognition and hand pose estimation methods are
briefly explained and analyzed. It is important to remark that almost all
the methods included in this Chapter are deep learning-based just as our
approaches are as well.
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2.2 Tridimensional Object Recognition

With the advent of low cost 3D sensors, researchers are focusing on deep
learning methods for 3D object recognition. Following the classification
presented in [Naseer et al., 2019], we divided the methods in terms of the
most used data representation.

Raw point cloud. 3D data is represented as a unordered set of points
within 3D space. They extract spatial features directly using nearest-
neighbors and radius search. PointNet++ [Qi et al., 2017b] calculates
features over the points and apply transformations to the data. Finally, it
builds a global feature vector, that feeds a neural network for classification
or segmentation purposes. This method learns hierarchical features from
the points, introducing layers of sampling and grouping. Escape from Cells
[Klokov and Lempitsky, 2017] represents the 3D point cloud as a balanced
kd-tree of fixed size. Then, it calculates the vector representation of the
points applying transformations from the leaf nodes to the root. VoteNet
[Qi et al., 2019] proposes a novel technique based on Hough voting using a
backbone network, implemented with PointNet++ layers, that generates
a subset of interesting seed points with their corresponding deep features.
Each selected point votes for its corresponding object class and then these
votes are grouped into clusters and processed to generate 3D bounding
boxes with the final classification. SplatNet [Su et al., 2018] takes raw
point clouds as input and extends the concept of 2D image SPLAT to 3D,
allowing an efficient specification of filter neighborhood with the use of
hash tables (easy mapping of 2D points into 3D space), and apply several
bilateral convolutions to extract the features. SO-Net [Li et al., 2018] pro-
poses a method based on a self-organization mechanism to ensure point
permutation invariance. This method models the spatial distribution of
point clouds by building a Self-Organizing Map (SOM), and then extracts
hierarchical features from every point using their neighborhood. Finally,
it generates a feature vector to describe the cloud globally. Point-Voxel
CNN (PVCNN) [Liu et al., 2019] combines the sparse point cloud represen-
tation with the performance of voxel-based convolutions to reduce sparse
data access and improve the locality of the method. The authors introduce
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a novel hardware-efficient primitive, Point-Voxel Convolution (PVConv),
which transforms the points into low-resolution voxel grids, makes aggre-
gation of neighbor points with voxel-convolutions and converts them back
to points via devoxelization. During the process, they apply point-based
feature transformation to obtain finer-grained features.

2D projections. Input data is represented as 2D projections from
different points of view of the 3D data. These are the most common
approaches, that use a single or multiple views of the object to feed a
Convolutional Neural Network, as presented in [Su et al., 2015a]. Some
works have focused on grouping views and training a boosting classifier to
improve their performances [Johns et al., 2016]. This group of techniques
has the best classification performances, as exposed in ModelNet bench-
mark [Wu et al., 2014], but they need a full reconstruction of the object in
order to generate multiple views, so they are not so reliable in real-world
applications when dealing with occlusions and partial views.

Voxelization. Input data is represented as a discretization of the
space around the data as an approximation of the original form. Every
voxel usually contains a 0 or 1 indicating the presence or not of points in-
side. The original proposal from the creators of ModelNet, 3D ShapeNets
[Wu et al., 2014], represents the data as a cubic voxel and apply 3D con-
volutions with restrictions to obtain the vector representation. VoxNet
[Maturana and Scherer, 2015] applies a 3D Convolutional Neural Network
to this volumetric representation for classification purposes. In the case of
PointGrid [Le and Duan, 2018], it incorporates a constant number of points
within each grid cell, using a technique they call point quantization, and
stacks the points’s coordinates as features for each cell, allowing the net-
work to learn better representations of the local geometry of point clouds.
However, not only have CNNs been used, but so have novel deep learn-
ing architectures: Vconv-dae [Sharma et al., 2016] employs a convolutional
denoising auto-encoder as a feature learning network. In [Brock et al.,
2016], the authors use a Variational auto-encoder and [Wu et al., 2016]
takes advantage a Generative Adversarial Network. Similar to multiview
2D projections, researches such asMO-VCNN [Qi et al., 2016b] explore the
advantages of generating different rotations of the 3D models, bu chang-
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ing azimuth and elevation angles, extracting high level features from every
orientation and combining them into a final feature vector. Other works,
such as O-CNN [Wang et al., 2017] and OGN [Tatarchenko et al., 2017]
try to take advantage of the speedup of 3D convolutions obtained by us-
ing octree representations of 3D data, along with the possibilities of lower
memory consumption compared with fixed size grid representations. The
main issue of these techniques is the lack of precision when discretizing an
object, which can lose fine details, and the enormous space requirements
of the 3D convolutions in memory.

2.3 Hand Pose Estimation

Several works have addressed the problem of 3D hand pose estimation.
Although we can find related works from the early nineties, it is still an
active problem for the computer vision community and highly challeng-
ing one. The first works on hand pose estimation relied on a traditional
computer vision pipeline using traditional machine learning techniques.
For example, the approach presented by [Stenger et al., 2004] used a cas-
cade of classifiers arranged in a hierarchical structure in order to recognize
multiple object classes. A shape-based descriptor is extracted in order to
train the classifiers. These traditional approaches have some difficulties
in estimating accurate hand poses. These methods lack generalization ca-
pabilities for new scenarios and are computationally expensive. A more
comprehensive review of earlier methods is presented in [Erol et al., 2007].
In this section, we will review more recent works.

3D hand pose estimation from RGB-D sensors. With the advent
of low-cost depth cameras most recent approaches utilized these 3D sen-
sors. Researchers have addressed the hand pose estimation problem using
information from both depth and RGB images. Within depth-based tech-
niques, we find two different approaches. The first is based on generative,
3D model tracking [de La Gorce et al., 2011, Melax et al., 2013, Oikono-
midis et al., 2011a]. A synthetic 3D hand model is normally used for
generating hypotheses which are evaluated against real 3D data. This is
noisy and has self-occlusions. This approach requires a precise poser ini-
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tializer and is highly sensitive to large motions between frames, which is
a common situation for human hands. The second approach using depth
information is based on discriminative techniques. Works based on this
approach mainly predict hand pose directly from RGB-D images. For ex-
ample, [Kuznetsova et al., 2013] uses Random Forests for the prediction.
[Tang et al., 2013] uses Random Forests for pixel-wise hand part classifi-
cation utilizing as input depth images. In this way, they are able to detect
hand parts, and finally, based on this estimation, the proposed system
predicts 2D joint locations. This approach is computationally expensive
due to the use of per-pixel classification techniques and also requires a
huge training dataset to solve viewpoint discretization. In recent years,
with the boom in CNNs and deep learning techniques, new approaches for
hand pose estimation have emerged. Most of these new techniques leverage
CNNs for automatic feature extraction from depth images [Tompson et al.,
2014]. Other works combine automatic feature extraction with a super-
vised training to predict the 3D hand pose [Oberweger et al., 2015]. These
systems require a large of amount of labeled data (3D hand joints) for
training. Other approaches, such as that presented in [Rogez et al., 2015],
perform 3D pose estimation but under heavy constraints. This approach
assumes that input images are depth maps acquired using an egocentric
RGB-D camera and that the hands have a canonical size. Furthermore,
the classification stage relies on a cascade and a sparse ensemble. The
approach presented in [Sinha et al., 2016] is based on the utilization of a
deep learning architecture, trained on synthetic data, to extract deep fea-
tures. These features are organized according to their spatial and temporal
neighborhood, achieving a robust and relatively jittering-free 3D hand pose
estimation. This approach also works on depth maps and expects that the
area of the image where the hand is located is previously detected. An-
other deep learning approach is described in [Tompson et al., 2014]. Their
system uses a CNN to compute a 3D hand pose that is later refined using
predefined synthetic hand poses, namely, an inverse kinematics test. This
work introduces an interesting development: the inclusion of the physical
restrictions of the hand in the model. Although most of these methods
start to work well for mid-air hand pose estimation, they all require the
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use of depth information obtained using a 3D sensor conveniently located
within a short distance.

3D Human pose estimation. Recently, a number of works have
appeared focusing on 3D human pose estimation from monocular RGB
images. This issue is closely related to the problem we tackle in this work.
[Wei et al., 2016] presented a novel 2D body pose estimation system, which
through an end-to-end deep learning system, generates belief maps for the
location of each body joint. It also introduces a multi part context in order
to solve prediction ambiguities. The positions produced by this system
are 2D projections of the 3D location. Based on this stream of works,
several approaches have recently been presented leveraging deep learning
techniques for lifting 2D human body joints to a real 3D coordinate frame
space [Zhao et al., 2016, Martinez et al., 2017]. Some of the methods
reviewed have inspired our work on accurate 3D hand pose estimation.

3D hand pose estimation from single RGB images. [Zimmer-
mann and Brox, 2017] is the only work that tackles the problem of 3D hand
pose estimation using a single RGB image and CNNs so far. Three differ-
ent CNNs architectures are used in this approach. The first one performs
the user’s hand segmentation at pixel level, the second detects 2D joints on
the image space and, finally, the third CNN is trained to lift the detected
keypoints to a 3D coordinate space. It is worth noting that this approach
is fully trained using synthetic data and therefore does not provide accu-
rate results for real data. Moreover, the use of three independent CNNs,
including a network for hand segmentation (dense predictions), limit its
performance.

2.4 Conclusions

In view of existing methods of 3D object recognition, we can notice
that most of the methods take as input full representations of the object,
which is unlikely to be found as the point clouds provided by sensors like
Kinect only represent a partial view. In order to improve the results in
real applications, this issue must be tackled. Most datasets offer complete
views of the 3D objects, so a methodology to extract partial views is also
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advisable. In addition, we found that most of the datasets are synthetic,
so efforts should be made to fill the gap between synthetic and real data.

Regarding 3D hand pose estimation from a single color image, it should
be noticed that just a few works existed when we approached the problem.
Anyway, they were based on an ensemble of networks or their pipeline
consisted of different, isolated architecture. That fact harmed their per-
formace. In addition, there were also a lack of datasets, so the approaches
were trained on synthetic data and did not performed that well on real life
data.





Chapter 3

Tridimensional object
recognition using a

volumetric representation

This chapter explores the volumetric representation of tridimen-
sional objects in a DL pipeline. A brief introduction to this topic
and motivation are given in Section 3.1. The methodology to con-
vert CAD objects to point clouds is explained in Section 3.2. Then,
Section 3.3, explores the tridimensional representation volume that
is fed to the proposal, which is thoroughly explained and validated
in Section 3.4. Then, this approach was applied to partial views
and lidar data on Section 3.5 and Section 3.6 respectively.

3.1 Introduction

One of the main representations of choice for tridimensional data is
the point cloud. This data structure is basically a list of points in the
Euclidean space. Each point is a vector composed of three values that
expresses its position on the X, Y and Z axis. In addition, each point
could be matched with other useful information such as its normal vector,
its color or its reflectivity index, for instance. Usually, the point clouds
describe the surface of objects and scenes, so they could provide useful
information for object recognition and scene understanding.
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When it comes to object recognition, CNNs provide an outstanding
performance, as discussed in Section 1. This kind of network take advan-
tage of the spatial relationship that encapsulate the images. This is, the
pixels that compose an image are well spatially arranged so that the neigh-
boring pixels of a particular pixel describes information that is actually in
the same object or near of it. This feature is exploited by the convolution
operation that enables the network to learn the best visual features.

Despite the remarkable accuracy of image-based CNNs, they yield one
main functionality drawback: as it is based on recognizing visual features,
they are prone to fail when two visually similar objects of different cate-
gories share the same visual features. This is the case of a poster depicting
a person and an actual person, a TV displaying a car and an actual car, or
a billboard showing a dog and an actual dog. It is clear that these pairs of
objects are not the same category, but they look very similar nonetheless.
In this case, the tridimensional information could be key to differentiate
the objects as the visual features are barely the same but the 3D data is
clearly different.

In this regard, in order to take advantage of the high performance of
CNNs and the expressiveness of 3D data, it is proposed the conversion
of the point clouds to a volumetric grid-like representation. This repre-
sentation holds the spatial relationships of the represented objects while
properly structures the data so convolution operations could be performed.

In this chapter, different methods for 3D object recognition that take
occupancy grids as input are proposed. First, PointNet focuses in basic ob-
ject recognition using a full representation of the object. Then, Par3DNet
is able to recognize 3D objects represented by a partial view of them, which
are nearer to real-world uses cases. Finally, PointRGBNet combines 3D
and color information in a 3D/2D hybrid architecture for pedestrian and
vehicle detection.
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(a) Rendered views

(b) Mesh (c) Point cloud (d) Downsampled

Figure 3.1: Dataset model processing example to generate the point clouds for
PointNet. Some rendered views of a toilet model are shown in (a). The original
OFF mesh is shown in (b). The generated point cloud after merging all points
of view is shown in (c), and (d) shows the downsampled cloud using a voxel grid
filter with a leaf size of 0.7× 0.7× 0.7.

3.2 Data Preprocessing

In order to evaluate the performance of our proposal in terms of accu-
racy we made extensive use of a well-known dataset such as the Princeton
ModelNet project [Wu et al., 2015], which is thoroughly described in Sec-
tion 1.2.3.1.

Nonetheless, the CAD models are provided in Object File Format
(OFF), which is composed of vertices and faces. In this regard, we con-
verted them to point clouds by raytracing them. A 3D sphere is tessellated
and a virtual camera is placed in each vertex of that truncated icosahe-
dron – pointing to the origin of the model – then multiple snapshots are
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rendered using raytracing and the z-buffer data, which contains the depth
information, is used to generate point clouds from each point of view. Af-
ter all points of view have been processed, the point clouds are merged.
A voxel grid filter is applied to downsample the clouds after the raytrac-
ing operations. Figure 3.1 illustrates the aforementioned processes. After
that, the resulting point clouds are used to train, randomizing the order
of the models, and test the system taking into account the corresponding
splits.

3.3 Occupancy Grid Representation of 3D Ob-
jects

Occupancy grids [Thrun, 2003] are data structures which allow us to
obtain a compact representation of the volumetric space. They stand be-
tween meshes or clouds, which offer rich but large amounts of informa-
tion, and voxelized representations with packed but poor information. At
that midpoint, occupancy grids provide considerable shape cues to perform
learning, while enabling an efficient processing of that information thanks
to their array-like implementation.

Recent 3D deep learning architectures make use of occupancy grids as a
representation for the input data to be learned or classified. 3D ShapeNets
[Wu et al., 2015] is a Convolutional Deep Belief Network which represents a
3D shape as a 30×30×30 binary tensor in which a one indicates that a voxel
intersects the mesh surface, and a zero represents empty space. VoxNet
[Maturana and Scherer, 2015] introduces three different occupancy grids
(32× 32× 32 voxels) that employ 3D ray tracing to compute the number
of beams hitting or passing each voxel and then use that information to
compute the value of each voxel depending on the chosen model: a binary
occupancy grid using probabilistic estimates, a density grid in which each
voxel holds a value corresponding to the probability that it will block a
sensor beam, and a hit grid that only considers hits thus ignoring empty
or unknown space. The binary and density grids proposed by Maturana
et al. differentiate unknown and empty space, whilst the hit grid and the
binary tensor do not.



Chapter 3. 3D object recognition using a volumetric representation 29

(a) Mesh (b) Cloud (c) Occ. Grid

Figure 3.2: A mesh (a) is transformed into a point cloud (b), and that cloud is
processed to obtain a voxelized occupancy grid (c). The occupancy grid shown
in this figure is a cube of 30× 30× 30 voxels. Each voxel of that cube holds the
point density inside its volume. In this case, dark voxels indicate high density
whilst bright ones are low density volumes. Empty voxels were removed for better
visualization.

Currently, VoxNet’s density grid holds one of the best scores in the
ModelNet challenge for the 3D-centric approaches described above. How-
ever, ray tracing grids considerably harmed performance in terms of exe-
cution time so that other approaches must be considered for a real-time
implementation. In that very same work, the authors show that hit grids
performed comparably to other approaches while keeping a low complexity
to achieve a reduced runtime.

In this regard, it is proposed an occupancy grid inspired by the afore-
mentioned successes but aiming to maintain a reasonable accuracy while
allowing a real-time implementation. In this volumetric representation,
each point of a cloud is mapped to a voxel of a fixed-size occupancy grid.
Before performing that mapping, the object cloud is scaled to fit the grid.
Each voxel will hold a value representing the number of points mapped
to itself. At last, the values held by each cell are normalized. Figure 3.2
shows the proposed occupancy grid representation for a sample object.



30 3.4. 3D Object Recognition on Full Objects

3.4 3D Object Recognition on Full Objects

PointNet, which is the name of the architecture that is proposed in
this Section, is a pure 3D CNN which is trained to predict object classes.
The occupancy grid described in Chapter 3.3 provides a compact repre-
sentation of the object’s 3D information from the point cloud. That grid is
fed to the PointNet architecture, which in turn computes a label for that
sample, i.e., predicts the class of the object. It is important to note that
the objects that are used to train and test the architecture represent the
full 360 representation of the object.

3.4.1 PointNet Architecture Definition

As previously stated, CNNs have proven to be very useful for recog-
nizing and classifying objects in 2D images. A convolutional layer can
recognize basic patterns such as corners or planes and if several of them
are stacked they can learn a topology of hierarchical filters that highlight
regions of the images. What is more, the composition of several of these
regions can define a feature of a more complex object. In this regard,
a combination of various filters is able to recognize a full object. This
approach used in 2D images is, thus, applied to 3D recognition in the pro-
posed architecture. The main layers that compose PointNet as well as
their parameters are described next.

Point Cloud Data Layer PC(v, l): This layer takes as input a point
cloud and outputs an occupancy grid structure. The tasks performed by
this layer are defined in Chapter 3.3. This layer takes the following pa-
rameters:

• Voxel Grid Size (v): It defines the width, height, and depth of the
occupancy grid in spatial units. A value of 300 is used to carry out
the experiments exposed in this work.

• Leaf Size (l): It specifies the width, height and depth of a single voxel
in spatial units. A value of 5 is used for our architecture.
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PC Data Layer (300, 5) Convolution(48, 3) Pooling(3, 2) Convolution(160, 3, 2)

Pooling(2, 2)Inner Layer(1000)Inner Layer(10)Softmax with Loss

Figure 3.3: PointNet Convolutional Neural Network architecture.

In sight of these parameters, an occupancy grid data structure of 60×60×
60 voxels is used to process the input point clouds.

Convolution Layer C(m, n, d) : These layers convolve the data in
batches of n × n × n cubes with m filters and a stride of d. As a result,
they provide m grids that are the response of each filter. The values of the
filters are updated as they are learned in the backpropagation stage. They
are initialized with random values at the beginning. The hyperparameters
featured by these layers are:

• Number of filters (m): It defines how many filters the layer will learn.

• Filter size (n): If specifies the width, height and depth of the filter.

• Stride (d): This parameter sets the offset to apply during the convo-
lution process.

ReLU Layer R(): This layer performs the operation max(x, 0) return-
ing the same value if the input value is greater or equal to zero, and zero
if the input value is negative. This layer takes no parameters.

Pooling Layer P(n,d): In this layer, a max-pooling process is per-
formed. It takes the input data and summarizes it by taking the max
value of a fixed local spatial region sliding it across the grid data struc-
ture.

• Filter size (n): It specifies the width, height and depth of the local
spatial regions.

• Stride (d): This parameter sets the offset to apply in the pooling
process.

Inner Product Layer IP(n): This is a fully connected layer in which
every input neuron is connected to each output one throughout a hyperpa-
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rameter. These hyperparameters are learned during the backpropagation
process.

• Number of outputs (n): It determines the number of output neurons.

The deep architecture featured by PointNet is represented in Figure 3.3.
This setup allows PointNet to be on par with state-of-the-art algorithms
while keeping reduced execution times.

3.4.2 Experiments and Results

As a result of training PointNet with a learning rate of 0.0001 and a
momentum of 0.9 during 200 iterations using the ModelNet-10 dataset, it
obtained a success rate of 77.6432%.
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Desk 0.60 0.10 0.01 0.05 0.00 0.06 0.01 0.06 0.00 0.10
Table 0.25 0.69 0.00 0.01 0.00 0.00 0.00 0.00 0.01 0.04
NStand 0.01 0.02 0.70 0.01 0.05 0.09 0.00 0.00 0.02 0.09
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Figure 3.4: Confusion matrix of the classification results achieved by Point-
Net after 200 training iterations using the ModelNet-10 dataset (learning rate is
0.0001, momentum is 0.9). It is important to remark the confusion between the
classes Desk and Table.

As shown in Figure 3.4, the confusion matrix reveals the stability of
the system, mainly confusing items that look alike such as desk and table.
Because of the nature of the CNNs, which heavily rely on detecting com-
binations of features, these kind of errors are common. As we can observe
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in Figure 3.5, the visual features that define a desk and a table are almost
the same, making it hard to distinguish. Figure 3.6 shows the neuron ac-
tivations for the output layer of the architecture, proving that Desk and
Table are consistently confused during the tests.

(a) Table (b) Desk

Figure 3.5: Similarity between two objects of different classes: Table and Desk.
The point cloud shown in (a) represents an object of the Table class, whilst the
point cloud in (b) represents an object whose class is Desk but it is misclassified
as a Table due to their resemblance.

In light of these experiments, and taking into account the knowledge
of the CNNs principles, it is conceivable to think that a deeper network
would provide better results so more experiments were carried out.

In the deeper network experiment we added several layers to the Point-
Net architecture. One more convolutional layer was added since these lay-
ers are coupled to the detection of the features of the objects, so the more
layers there are, a better or more expressive model is produced. An Inner
Product layer was also added. Since these layers make the classification
possible, adding more of them would theoretically provide better classifi-
cation results. The proposed architecture for this experiment is described
as follows: PC(300,5) - C(64,3) - R() - P(3,2) - C(160,3,2) - R ()- P(2,2)
- C(160,3,2) - R() - P(2,2) - IP(1000) - IP(1000) - IP(10).

This architecture was trained during 1, 000 iterations and tested every
200 iterations. The best result was provided by the 800 iterations test
with an accuracy of 76.67%, while the 1, 000 iterations test dropped the
performance to a 75.90% due to overfitting.

It is well known that training using an unlabanced dataset tends to
harm those classes with the least number of examples and to benefit those
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(a) Desk tests activations (b) Table tests activations

Figure 3.6: Neuron activations for the output layer of the architecture when
classifying all the test samples for both Desk and Table classes. Each row repre-
sents an activation vector for a specific sample, so each column is a position of
the vector: the activation to that particular class. The first column corresponds
to the Desk class, while the second one is the Table. The activation shows the
clear confusion between Desk and Table. Although the latter one is much less
confused with other classes, many Tables are misclassified as Desks thus lowering
the accuracy for this class.

with the most, as stated by [Dalyac et al., 2014]. Having this in mind,
and knowing that ModelNet-10 is highly unbalanced as shown in Section
1.2.3.1, the dataset was balanced by limiting the number of examples of
each class to 400. This does not fully solve the problem but improves the
difference between the classes with the least number of examples and those
with the most.

The network was trained and tested with this more balanced dataset
using the architecture defined in Section 3.4.1 and it achieved an accuracy
of 72.93%. The fact is that balancing the training set makes the accuracy
of the classes with less examples higher, but it harms the success rate on
classes with more, as seen in Figure 3.7.

After analyzing the results, it can be stated that neither a deeper net-
work nor balancing the dataset increase accuracy. In fact, the experiments
of the original architecture with the unbalanced ModelNet-10 offered the
best recognition results with a 77.64% success rate. In addition, PointNet
featuring the architecture exposed in Figure 3.4.1 takes an average time
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Figure 3.7: Comparison of accuracy per class using an unbalanced dataset and
a balanced one with a maximum of 400 models per class. Accuracy is lost in the
classes in which models are removed but gained otherwise.

of 24.6 miliseconds to classify an example (in comparison with VoxNet,
which can take up to half a second for its raytracing-based implementa-
tion). These results prove the system as a fast and accurate 3D object
class recognition tool.

3.4.3 Conclusions

In this chapter, it is proposed PointNet, a brand new kind of CNN
for object class recognition that handles tridimensional data, inspired by
VoxNet and 3D ShapeNets but using density occupancy grids as inner
representation for input data. It was implemented in Caffe and provides a
faster method than the state of art ones yet obtaining a high success rate
as the experiments over the ModelNet-10 dataset. This fact enlightens a
promising future in real-time 3D recognition tasks. PointNet achieved a
77% accuracy, which actually was one of the leaders of the challenge by
the time it was proposed.
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3.5 3D Object Recognition on a Partial View of
the Object

The approaches introduced so far in this chapter are focused on com-
plete 3D object recognition. Namely, the input data represents the objects
as a whole. Nonetheless, it is unlikely to find this kind of data in the wild,
as the data provided by the commercial sensors are only able to capture
the visible part of the object from the point of view of the sensor.

Thus, in order to tackle this issue, we propose Par3DNet, which is a
deep learning-based architecture for 3D object recognition that takes a
partial 3D view of the object as an input and is able to accurately classify
it. As explained earlier, the voxelized representation is able to provide
great generalization capabilities, which are put to test in this section as
well. Despite the fact that we trained our system on synthetic data, it is
able to generalize and perform accurately on real life objects.

Figure 3.8: Architecture of Par3DNet. The network receives a binary voxel
representation of the point cloud of shape 65 × 65 × 65 as input. Then, it applies
2 consecutive 3D convolutions with 100 kernels of shape 5 × 5 × 5 with an stride
of 2 for every dimension. Later, it performs a 3D convolution with 64 kernels of
shape 3 × 3 × 3 with an stride of 2 for every dimension. Afterwards, it makes
a 1 × 1 × 1 kernel convolution to reduce the dimensionality of the previous layers.
Finally, it calculates classification probabilities for the given classes of the dataset
with a softmax function. Dropout layers inhibit a ratio of connections in each
step and benefit the generalization capabilities of the network.

3.5.1 Par3DNet Architecture Definition

The Par3DNet architecture is based on PointNet [Garcia-Garcia et al.,
2016], which is explained in Section 3.4. It takes as an input a 3D volume,
which represents the binary voxel representation of a point cloud. Then,
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this data is forwarded to a pipeline of convolutional layers with tridimen-
sional filters, and dropout layers. Finally, a fully connected layer is in
charge of performing classification. Figure 3.8 shows the architecture of
Par3DNet.

The binary voxel representation, which is the input layer, consists of a
tridimensional volume of 65 × 65 × 65 voxels. It is built by enclosing the
3D sample, which should be a point cloud, in a voxel grid. Each voxel is
filled with a 1 if there are points in the space delimited by that voxel, or a
0 otherwise. This representation is explained in-depth in Section 3.3. This
way, we generate a binary occupancy grid for each sample, which is then
forwarded to the first 3D convolutional layer.

The voxel representation length, width and depth units are set to fit
the metric size of each dimension of the input point cloud, so the voxel
size is not fixed to a specific metric unit. This way, the absolute size of
the objects is missing. Nonetheless, this is a desirable feature as the CAD
models do not usually match the actual size of the objects they represent.
In fact, the aspect ratio of the objects is actually not desired.

The specific size of 65 × 65 × 65 voxels was chosen to accommodate
at least 10 samples of each category in a batch. This is done to benefit
a smooth learning and fast convergence at training stage. The size of
the representation could be enlarged in order to capture finer topological
features at the expense of higher memory requirements.

This unit is represented as the Input layer in Figure 3.8, followed by
the size. Some samples of random point clouds converted to the input
voxel representation can be seen in Figure 3.9.

The tridimensional filters of the convolutional layers focus on learning
the topological features of the samples, rather than the visual features
which are learnt by the 2D filters that are used in image data. In the
Figure 3.8, the 3D convolutional layers are labeled as Conv3D. The number
of filters of each layer are specified in the parameter k, followed by its
size. The stride parameter is s. The activation function of every 3D
convolutional layers is ReLU.

The dropout layers randomly inhibit a ratio of connections in each
feedforward step. This is done to benefit the generalization capabilities,
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Figure 3.9: Some samples of random point clouds converted to the input voxel
representation. Note that the representation does not cover the full object, but
only the part that would be facing the sensor.

as disabling connections coerces the network to deal with missing features
that are even different each time. Thus, these layers also enhance the
performance when the architecture is fed with occluded objects that yield
missing parts. They are represented as Dropout in Figure 3.8 alongside
the ratio of disconnections.

Finally, the classification layer is a fully connected layer with 10 neu-
rons. This parameter is set to fit the number of classes considered in our
experiments. The activation function in this layer is softmax. In the Fig-
ure 3.8 this layer is labeled as Dense, followed by the number of neurons
and the function.

As mentioned before, our approach is able to classify point clouds that
depict a range of objects provided only by a partial view of it, similarly
as the data provided by commercial sensors. In this way, the point clouds
do not represent the complete object, but the part of it that is facing the
sensor, as depicted in Figure 3.10. As expected, the inner artifacts and the
back side of the object are missing in the point clouds.

In order to use the ModelNet-10 dataset to our purpose, we first need
to extract the point clouds of the objects as if they were captured by an
actual 3D sensor. To do that, we located the CAD objects in the center of a
tessellated sphere. Each corner of that tessellated sphere yields a virtual 3D
camera which captures the tridimensional data of the object from different
points of view. This process is explained in Section 3.2. This way, we get
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Figure 3.10: Samples of color images and the corresponding point clouds as
provided by a Kinect. Note that the point clouds only depict the part of the
object that is facing the camera.

42 different views of each CAD object. It is worth noting that the views
are, in fact, point clouds. However, in this case, the partial views are not
merged in a complete representation of the object but returned as is, so
that each view is considered as a sample.

As a result, there are some views, namely point clouds, that are not
interesting because it is unlikely to find that view in the wild. For instance,
the point clouds that depict the underneath of the objects are discarded,
and not considered for training nor for testing. Thus, we only consider
the remaining 25 most relevant views. Finally, we got a dataset comprised
of more than 76, 000 training samples and about 18, 000 testing samples.
The distribution of samples per category can be seen in Figure 3.11. It is
worth noting that, at this point, a sample is actually a point cloud that
depicts a partial view of a ModelNet-10 CAD object.
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Figure 3.11: Number of samples in the dataset.
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3.5.2 Experiments and Results

Once we prepared the data, we started the training process of the archi-
tecture. The batch size was 100 and the samples were randomly shuffled
in each iteration. The loss function was categorical crossentropy, which
was optimized with Adam. The starting learning rate was 0.0001. The
architecture was trained for 2818 epochs, which took about 25 days in the
hardware setup described below. We focused on the loss and accuracy
values of both training and test splits to apply an early stopping criteria.
Finally, the last epoch achieved a training loss of 0.021 and an accuracy
of 99%, whilst the test loss was 1.471. We used the resultant model in all
the experiments of this section. Namely, we only performed the training
procedure once and tested on different noise setups, datasets and real data.

3.5.2.1 Results on the ModelNet-10 dataset

We fed the test samples to the architecture and we got the results
shown in Table 3.1. The global accuracy in this case is 78.39%. As shown
in the Figure, the bathtub class only got 59% accuracy. This is under-
standable as this is by far the category with the fewest number of samples
in the dataset. This fact is, thus, clearly reflected in the results. The desk
and table categories yield bidirectional confusions. This is also expected
as both categories depict barely the same topological data. In this case,
the desk category achieves 41% accuracy, but the 23% of the samples were
labeled as desk. The desk category also has a low number of samples com-
pared with the table one, so this also explains the confusion. There is also
a slight confusion between the nightstand and dresser categories for the
same reason as that for the desk and table categories. The best performer
is the chair category. This is due to the chair category being the one with
the highest number of samples in the dataset.

The Table 3.2 shows the accuracy per category and view. As shown,
there is no view with constant low accuracy across all the categories. We
did this experiment to check that all the views we selected are actually
interesting to perform an accurate classification. Nonetheless, there are
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bathtub 0.59 0.05 0.03 0.02 0.03 0.04 0.01 0.15 0.02 0.04
bed 0.01 0.89 0 0.01 0 0.01 0 0.04 0.02 0.01
chair 0.00 0.01 0.95 0 0 0 0.01 0 0.01 0.01
desk 0.01 0.05 0.02 0.41 0.07 0.03 0.06 0.10 0.23 0.02

dresser 0.01 0.01 0 0.02 0.71 0.03 0.16 0.02 0.02 0.01
monitor 0 0.01 0.01 0.01 0.02 0.91 0.01 0.01 0.02 0.01

nightstand 0.01 0.01 0 0.05 0.20 0.02 0.64 0.01 0.06 0.01
sofa 0 0.03 0.01 0.01 0.02 0.03 0.03 0.85 0 0.01
table 0 0.02 0.01 0.14 0.02 0 0.02 0.02 0.77 0
toilet 0 0.01 0.02 0.01 0.01 0.01 0.01 0.01 0.00 0.92

Table 3.1: Confusion matrix of theModelNet-10 test split achieved by our model.

isolated combination of views and object that are particularly error prone.
This is the case of the view 9 for the bathtub and desk, or the view 19 for
the desk.

We also computed the top-3 accuracy. This metric considers that a
sample is correctly classified if the ground truth class if among the three
predictions with the higher score. Taking this into account, we achieved a
94.36% accuracy. This experiment confirms also that, in the cases of bidi-
rectional confusions discussed before, the second or third guess is usually
the right one.

The ROC curves and Area Under the Curve (AUD) for each cate-
gory are reported in Figure 3.12. The Receiver Operating Characteristics
(ROC) curves shows the sensitivity against the 1-specificity, so a perfect
classifier would provide the correct class under any detection threshold. As
the analysis shows, the classifier is performing nicely on every class, pro-
viding 0.8 of true positives rate under a false positive rate of 0.1. Only the
category "desk" is not following this trend because, as discussed before, its
samples tend to be classified as "table". The area under the curve confirms
the accuracy of Par3DNet considering that an AUD of 1 means that the
classifier is perfect.
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1 0.75 0.75 0.95 0.48 0.64 0.97 0.68 0.62 0.78 0.91
2 0.66 0.76 0.84 0.48 0.63 0.95 0.79 0.74 0.67 0.96
3 0.84 0.80 0.91 0.68 0.77 0.89 0.69 0.76 0.78 0.88
4 1.00 0.90 0.89 0.56 0.77 0.87 0.69 0.74 0.71 0.86
5 1.00 0.95 0.83 0.54 0.57 0.87 0.55 0.69 0.69 0.88
6 0.80 0.92 0.83 0.50 0.58 0.83 0.57 0.75 0.71 0.83
7 0.81 0.95 0.96 0.50 0.63 0.83 0.67 0.74 0.69 0.94
8 0.81 0.80 0.92 0.54 0.75 0.90 0.72 0.75 0.70 1.00
9 0.25 0.54 0.74 0.20 0.57 0.69 0.47 0.56 0.58 0.84
10 1.00 0.87 0.92 0.62 0.72 0.96 0.82 0.84 0.77 0.86
11 0.95 0.93 1.00 0.57 0.72 0.90 0.80 0.89 0.75 0.86
12 0.90 0.86 0.94 0.65 0.72 0.96 0.67 0.81 0.64 0.98
13 0.65 0.73 0.88 0.36 0.42 0.74 0.57 0.59 0.40 0.83
14 1.00 0.86 0.98 0.69 0.72 0.90 0.77 0.81 0.64 0.96
15 1.00 0.81 0.98 0.65 0.68 0.98 0.70 0.92 0.69 0.94
16 0.90 0.93 1.00 0.74 0.76 0.96 0.71 0.86 0.75 0.98
17 0.94 0.97 0.94 0.52 0.74 0.94 0.74 0.81 0.64 0.96
18 1.00 0.95 0.98 0.57 0.69 0.91 0.73 0.83 0.76 1.00
19 0.55 0.63 0.74 0.17 0.54 0.85 0.48 0.59 0.60 0.83
20 0.92 0.91 0.88 0.73 0.75 0.92 0.73 0.75 0.78 0.86
21 0.60 0.75 0.93 0.51 0.55 0.72 0.52 0.63 0.71 0.93
22 1.00 0.91 0.98 0.73 0.76 0.89 0.86 0.81 0.81 0.98
23 1.00 0.95 0.96 0.62 0.75 0.87 0.80 0.83 0.71 0.93
24 0.50 0.81 0.89 0.44 0.52 0.74 0.48 0.53 0.53 0.94
25 1.00 0.88 0.96 0.62 0.74 0.90 0.80 0.75 0.74 0.96

Table 3.2: Accuracy (%) per class and view of the ModelNet-10 test split.

Figure 3.12: ROC curves and area under the curve for each category of the
ModelNet-10 dataset.
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We also compared our system with PointNet [Qi et al., 2016a]. It is
worth noting that this approach is not related to our PointNet, which is
described in Section 3.3. In this Section, whenever we mention PointNet,
it is referring [Qi et al., 2016a] approach and not ours. Despite this ap-
proach is intended to be fed with complete representations of the objects,
we retrained the architecture following the same protocol we used to train
Par3DNet. Namely, we retrained the architecture with the partial views
of the objects and then tested it. PointNet achieved a top-1 accuracy of
71.25% and a top-3 accuracy of 88.93%, being outperformed by Par3DNet
that, as mentioned earlier, achieved 78.39% and 94.36%. It is also worth
noting that the number of input points for PointNet is fixed, so it cannot
be fed with different resolution point clouds. However, Par3DNet can be
fed with point clouds composed of an arbitrary number of points.

It should be noted that our method takes as an input a partial view of
the object. This fact makes the comparison unfair with the participants
of the ModelNet-10 challenge as they consider the full object. So, to en-
able an easy and fair comparison with the approaches submitted to the
challenge, we adapted our method to work on full objects. To do so, we
computed the accuracy per model by averaging the predictions for each
view, and reporting the category with the highest score. We achieved a
88.98% accuracy following this methodology. It is important to remark
that our method is not the best performer as for the challenge means, but
our goal is to provide a method that actually works on real life data. We
only performed this experiment in the sake of comparison.

3.5.2.2 Results on the noisy ModelNet-10 dataset

The point clouds returned by the method explained in Section 3.3,
makes the tridimensional representations too perfect. This is understand-
able as the models are synthetic. Nonetheless, the data provided by actual
sensors yield some noise. To benchmark the accuracy of our proposal in
presence of noise, we artificially disturbed the point clouds at different lev-
els. To do so, we added Gaussian noise. The mean is the position of each
point and the variance was modified for each experiment. Resultant sam-
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ples for different noise levels can be seen in Figure 3.13. It is worth noting
that the noise levels are arbitrary values as the point clouds come from
synthetic models and do not have an actual metric scale. Nonetheless, the
samples were resized so they all share the same size and are affected in the
same way for each noise level.

Figure 3.13: The leftmost image is a random sample with no added noise, as
captured by the virtual 3D camera. The image in the center corresponds to a
noise level of 0.25. Finally, the leftmost image is disturbed by a factor of 1.

The results are as shown in Table 3.3. The accuracy in this experiment
decreases as the noise level is augmented. This is expected as if the noise
is too high, the geometric features of the objects are lost and the object
becomes unrecognizable. Nonetheless, our method is able to deal with
some level of noise until 0.30, where the accuracy drastically decreased.
The noise tolerance is provided by the binary voxelized representation. As
long as the noisy points are near the optimal position, it will be in the
same voxel or in the adjacent ones. If the noise is too high, the points
would be very far from the optimal location. It is important to remark
that the model was not retrained with noisy samples, so the noise tolerance
is provided by our method and not by the data.

Noise Level 0.00 0.01 0.05 0.15 0.20 0.25 0.30 0.40 0.50 0.75 1.00
Par3DNet Acc. (%) 78.39 78.41 78.14 76.27 73.76 70.9 56.79 54.81 52.35 45.63 43.61
PointNet Acc. (%) 71.25 56.27 56.36 56.10 56.15 56.20 56.13 55.86 55.97 55.19 54.50

Table 3.3: Accuracy obtained for the ModelNet-10 test split after introducing
different levels of noise for Par3DNet and PointNet.

Table 3.3 shows the performance achieved by PointNet too. In this
case, PointNet suffers an accuracy drop of around a 15% just by adding
a slight noise level of 0.01 (compared with the performance provided by
the same architecture in presence of no noise at all). The accuracy is
more or less kept along the range of tested noise levels. It is worth noting
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that, as the authors of PointNet suggest, a live data augmentation method
is carried out by randomly jittering the points. Thus, in this case, the
eventual robustness to noise is provided by the data and not by the method
itself.

3.5.2.3 Results on the ObjectNet dataset

In order to test the generalization capabilities of our approach, we
tested it with the ObjectNet [Xiang et al., 2016] dataset. This is a dataset
for 3D object recognition and is composed of 100 categories, 90127 images,
201888 instances of objects in these images and 44147 3D shapes. Objects
in the images in this database are aligned with the 3D shapes, and the
alignment provides both accurate 3D pose annotation and the closest 3D
shape annotation for each 2D object. This dataset is thoroughly explained
in Section 1.2.3.4. Nonetheless, we only are interested in the 3D objects.
The authors provided not only full models of the objects but the parts
of it too. To serve our purpose, we took the full models of the following
categories: bathtub, bed, chair, sofa, table and toilet. The rest of the cat-
egories are omitted as they are not considered by our approach. Finally,
only 65 models were used for this experiment.
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bathtub 0.32 0.22 0.02 0.16 0.04 0.05 0.02 0.04 0.09 0.04
bed 0.02 0.76 0.01 0 0.01 0.05 0 0.03 0.02 0.10
chair 0 0 1.00 0 0 0 0 0 0 0
sofa 0 0.02 0.08 0.48 0 0.14 0 0 0.24 0.04
table 0 0 0 0 0.96 0 0.02 0 0 0.02
toilet 0.08 0.03 0 0 0.05 0.78 0 0.01 0 0.05

Table 3.4: Confusion matrix of the results achieved by our model when fed the
ObjectNet dataset.

We preprocessed the CAD models as explained in Section 3.2 and fed
the resultant point clouds to our architecture. The accuracy was 64.4%
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and the results are as shown in Table 3.4.
The accuracy of 32% for the bathtub category is due to the inclusion of

different objects that are actually not bathtubs. For instance, jacuzzi tubs
and swimming pools were labeled as bathtubs in this dataset. In addition
to this, this is the category with the lowest performance also in the results
for the ModelNet-10 experiment. The sofa category also achieved a low
accuracy for the same reason. There are objects like armchairs and other
objects labeled as sofa that should not be included in that category. Some
of these mislabeled objects are shown in Figure 3.14. Overall, we also found
that the CAD models of this dataset lack of detail and are of poor quality
compared with ModelNet. The accuracy of the rest of the categories is
high.

Figure 3.14: Some samples of the ObjectNet dataset that are not correctly
labeled. The first sample was labeled as sofa and the rest as bathtub.

3.5.2.4 Results on the ShapeNetV2 Core dataset

We also tested our approach with the ShapeNetCore [Chang et al.,
2015] dataset to further benchmark the generalization capabilities of our
proposal. ShapeNetCore is a subset of the full ShapeNet dataset with
single clean 3D models and manually verified category and alignment an-
notations. It covers 55 common object categories with about 51300 unique
3D models. This dataset is thoroughly explained in Section 1.2.3.2. As
in the case described in Section 3.5.2.3, we only took the categories con-
sidered by our approach, namely, the categories bathtub, bed, chair, table
and sofa. In this experiment, there were involved more than 19400 samples
that were converted to point clouds following the procedure described in
Section 3.2.

The accuracy our approach got with this dataset was 71.80%. However,
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bathtub 0.52 0.07 0.04 0.11 0.04 0.05 0.03 0.07 0.04 0.06
bed 0.01 0.46 0.08 0.06 0.11 0.04 0.09 0.03 0.04 0.09
chair 0.01 0.04 0.78 0.02 0.02 0.06 0.01 0.01 0.03 0.03
sofa 0.02 0.05 0.01 0.82 0.01 0.01 0.02 0.02 0.03 0.01
table 0.01 0.04 0.02 0.03 0.67 0.01 0.12 0.03 0.02 0.06

Table 3.5: Confusion matrix of the results achieved by our model when fed the
ShapeNetCore dataset.

as show in Figure 3.5, the bathtub yielded a similar result than in the rest
of the experiments. In addition to being the category with the fewest
number of samples in the training set, in this case, the bathtub subset also
included a large quantity of swimming pools, jacuzzis, bathroom furniture
and other objects that are not exactly bathtubs. In fact, the synset for this
category is "bathtub, bathing tub, bath, tub". A similar case can be seen
for the bed category. In this subset, half of the samples were bunk beds,
which were not considered by our model. Some of these samples that are
not compatible with our labeling are shown in Figure 3.15. In this case,
it can also be seen a confusion between table and desk. Nonetheless, the
rest of the categories achieved a high accuracy. The top-3 accuracy was
87.43%.

Figure 3.15: Some samples of the ShapeNetCore dataset that are not accurately
labeled. The first and second sample were labeled as bathtub and the rest as bed.
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3.5.2.5 Results on real data

Finally, we also put to test our approach with real data. In this pre-
liminary experiment, we used a Kinect camera to capture point clouds of
several objects from different points of view. Then, we manually segmented
them so the background and undesirable artifacts are removed. The re-
sultant point clouds only depict the partial view of the objects of interest,
as shown in Figure 3.16. These point clouds were then converted to the
binary voxel representation and fed to the architecture.

Figure 3.16: Some random samples provided by a Kinect sensor we captured to
test our approach.

As shown in Figure 3.16, the samples are highly cluttered and yield
severe noise issues and self-occlusions. Despite of that, our approach was
able to correctly classify the 72.72% of the real samples. It is worth noting
that the model was trained on synthetic data and tested with real data in
this experiment.

3.5.3 Conclusions

In this work we introduce Par3DNet, a 3DCNN for object recognition
that take as an input pure tridimensional data. Our strongest contribution
is that our architecture is able to classify partial views of the object, as if
the input data were captured by a real sensor. Actually, preliminary tests
indicate that our model performs accurately on point clouds provided by
a Kinect camera. We focused on the ModelNet-10 as this is the most used
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state of the art dataset for 3D object recognition. We also successfully
tested our approach with ObjectNet and ShapeNetCore datasets.

Despite our model performs accurately overall, it has some limitations.
For instance, the bathtub category does not perform as good as the rest
of the categories. However, this is understandable as this category has
the lowest number of samples by a large margin. There also is a consistent
confusion between table and desk. As discussed before, these two categories
represent barely the same object. We considered them as two different
categories to follow theModelNet-10 rules and to allow an easy comparison
with other algorithms. The source code of the approach and the model we
used for all the experiments can be downloaded from our public repository1.

Regarding the computation time, a feedforward step of the architecture
only takes 9 ms. Nonetheless, the generation of the binary voxel represen-
tation takes 140 ms. Finally, the full pipeline takes 170 ms from end to
end.

3.6 3D Object Recognition on Laser Data for Ur-
ban Object Detection

A potential application for a 3D object recognition system could be
autonomous and intelligent transportation systems. In this context, a 2D-
based approach would be not entirely suitable as they present the earlier
mentioned issue of the certain kind of objects that look alike other, different
kind of objects.

In fact, the urban environment is strewn with these cases, for instance:
billboards that show cars, advertisements that depict people, or windows
and displays that reflect the surrounding street including the nearby pedes-
trians and cars. The 2D-based approaches would detect cars, people and
the rest of the objects as if they were actually there, ignoring that they
are just depictions of these objects. This is a problem that is very hard
to address with only 2D color information. Nevertheless, most recent self
driving cars include a complete 360 degree 3D perception as well.

1https://bitbucket.org/fgd5/par3dnet

https://bitbucket.org/fgd5/par3dnet
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The combination of 2D and 3D data could assist to mitigate this prob-
lem. Although 2D data leads to object detection with a certain level of
certainty, 3D data could be used to either corroborate or reject this pre-
diction. For instance, if an image-based system detects an actual person
on a poster, there would be a mismatching between the 2D and the 3D
data, as the latter will be represented in a planar surface. Likewise, a pure
3D approach would be not adequate as the data provided by the LIDAR
sensors is very sparse which limits the accuracy of the object localization
and classification.

In this Section, it is proposed to use both 2D color and 3D range data
in order to create PointRgbNet, a hybrid 2D/3D CNN for urban object
recognition. It takes as an input the raw image and laser information to
perform classification. The proposed architecture joins 2D-based models
with 3D data in the same deep learning pipeline. It is able to provide an
accurate classification while being robust to the cases mentioned before.
It is intended to run on laser inputs, but due to its voxel-based nature, it
can perform robustly using a number of different range sensors as an input
such as stereo 3D images. To the best of our knowledge, this is the first
approach that effectively combines 2D image and 3D data within a deep
learning pipeline for autonomous driving purposes.

3.6.1 Urban Object Detection Pipeline

As mentioned before, there are very accurate object classification sys-
tems that work on color images. Nonetheless, these approaches are prone
to failure when it comes to the classification of objects that are visually
similar to other objects. For instance, Figure 3.17 depicts the actual out-
put of YOLO v3, which is reportedly one of the best object detectors of the
state of the art. Several failures can be seen as persons detected in posters
and adverts, or vehicles detected on a window caused by a reflection off
the glass.

As this system is intended to be deployed in autonomous vehicle appli-
cations, these are critical issues that need to be addressed. This work pro-
poses an algorithm named PointRgbNet specifically designed to overcome
these problems. The algorithm is thoroughly explained in this section.
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Figure 3.17: Actual predictions of YOLO v3, a state of the art image-based ob-
ject detector. The result is often not correct, as objects are detected in depictions
and reflections.

It is important to note that PointRgbNet is not an object detector,
but an object classifier. Namely, the proposed method is not able to state
the region of the image or space occupied by a certain object. Instead,
our approach takes as input representations of full objects and provides
its category. Thus, our system requires the use of an object detector to
determine the position and segment the area corresponding to the objects.
We called this the Area Of Interest (AOI). PointRgbNet takes the matching
2D and 3D data corresponding to this AOI as input, as shown in Figure
3.18.

Figure 3.18: Pipeline of the proposal. Note that the image patches and the
corresponding 3D data is provided by an object detector.

As mentioned before, the algorithm requires the autonomous vehicle
retrofitted with color cameras and a range sensor. In addition, both types
of sensor must be extrinsically calibrated, so a projection from the three-
dimensional information to the image plane can be performed. This is
essential so both types of data can be represented in the same coordinate
frame.

First, a tuple composed from an image and the corresponding range
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information is retrieved from the autonomous vehicle. Then, the full color
image is fed to any object detector. As a result, a number of objects and
their AOI are obtained.

After that, the AOI from each object is used to crop the object from
the full image and the corresponding three-dimensional data inside the
AOI. This is a straightforward procedure once the sensors are calibrated.
Finally the 3D data within the AOI is extracted to be used as input to
the algorithm. The original detected box provided by the object detectors
is likely include too much information from the background and other ob-
jects in the foreground, which is not useful for object classification. The
box boundaries are reduced by 20% to mitigate this problem. Thus, at
this point, a range of image patches depicting each object and the corre-
sponding 3D clusters are obtained. Each 3D cluster representing an object
undergoes a voxelization procedure in order to generate a structured and
organized three-dimensional representation. The voxelization procedure is
as explained in Section 3.2. We modified the size of the voxel representa-
tion to 20× 20× 20 in this case.

Finally, both 2D color information and 3D voxel representation data
are forwarded to PointRgbNet in order to state their predicted category
from the choice of pedestrian, vehicle or background.

The pedestrian category includes the people that appear in the scene.
The vehicle category regards any vehicle such as bikes, motorcycles, cars
and trucks. The background category is defined as two separate cases.
The first one corresponds to a general category such as ground, walls, sky,
or poorly fitted AOIs. This mainly refers to a potential object detection
failure in the first stage of the pipeline. The second case regards the
samples that motivate this work such as posters, reflections, advertisements
and anything that depicts an object of interest, but it is not such object.

3.6.2 PointRgbNet Architecture Definition

As mentioned before, PointRgbNet is a deep learning-based method.
Our proposed method takes as an input a tuple consisting of an image and
the corresponding 3D data of a particular object. Each sample is forwarded
to separate 2D and 3D convolutional subnets, running in parallel, that are
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in charge of detecting visual and geometric features. Finally, the activation
maps are flattened and forwarded together to a final fully connected layer
which performs the final classification. The architecture of PointRgbNet is
detailed next.

The 2D subnet is composed of the following layers:

• Input layer of size 200× 150 pixels

• Convolutional 2D, 96 filters of size 11× 11 with ReLu activation

• MaxPooling 2D, 2× 2 kernel size and a stride of 2

• Convolutional 2D, 256 filters of size 11× 11 with ReLu activation

• MaxPooling 2D, 2× 2 kernel size and a stride of 2

• Convolutional 2D, 384 filters of size 3× 3 with ReLu activation

• Dropout layer with a rate of 0.5

The 3D subnet is setup as listed next:

• Input layer of size 20× 20× 20 voxels

• Convolutional 3D, 100 filters of size 33× 33 with ReLu activation

• Dropout layer with a rate of 0.5

• Convolutional 3D, 100 filters of size 2× 2 with ReLu activation

• Convolutional 3D, 64 filters of size 2× 2 with ReLu activation

• Dropout layer with a rate of 0.5

The activation maps of both subnets are flattened and forwarded to
a last fully connected layer featuring a softmax activation function and 3
neurons in order to produce a score for each of the three categories that
are considered: pedestrian, vehicle or background.

Using this architecture, PointRgbNet is able to accurately distinguish
between actual objects and depictions of objects by jointly learning visual
and geometric features.
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3.6.3 Dataset and Data Preprocessing

In order to train PointRgbNet, we used the University of Sydney Cam-
pus Dataset [Zhou et al., 2019a, Zhou et al., 2019b]. This dataset is com-
prised of 52 sequences recorded once a week within a time frame of a year.
The data comes from a autonomous electric car which was driven around
the surroundings of the University of Sydney campus. For each sequence, a
color stream for 6 different cameras, Velodyne laser data (16 beams), IMU
data and GPS localization are provided. For this work, we only used the
central camera which is pointing towards the road, and the Velodyne laser
data streams. The dataset is explained more in-depth in Section 1.2.3.5.

As mentioned before, our approach takes color images and correspond-
ing 3D data that represents each specific object as input. These kinds of
annotations are not provided by the dataset. Thus, we used the YOLO
v3 object detector to automatically extract and label isolated objects from
the dataset. Despite being able to detect a number of different objects,
only those relevant for the problem were stored. Namely, only people, cars,
buses, bicycles and motorbikes samples were considered.

For the experiments presented in this paper, we selected a subset of
the dataset consisting of the odd numbers sequences 1 to 19. As discussed
before, the direct output from the image object detector is not suitable for
training because it includes instances of the failure cases we are trying to
solve. We manually reviewed the samples and relabeled those which were
misclassified, or removed them if they did not fit into any of the categories
considered by our architecture.

In order to populate the background category, random patches of the
images were obtained. These patches are generated in such way they do not
intersect with the AOIs provided by the object detector and yield different,
random aspect ratios and sizes.

Two constraints were applied to each AOI. First, the euclidean distance
to the centroid of the 3D data must be below 15m. Second, the 3D data
must be composed of more than 50 points. As the laser data provided
by the dataset is very sparse, these limitations assures that the sample
yields a minimum amount of 3D data. Random samples pedestrians which
distance to the sensor ranges from 2 to 15 meters are shown in Figure 3.19.
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Figure 3.19: The top row shows laser data from 2 to 15 meters. The Bottom
row shows the corresponding voxel representation.

Finally, the training dataset comprises 19000 tuples of images and cor-
responding 3D data depicting urban objects equally distributed among the
mentioned categories: pedestrian, vehicle and background.

3.6.4 Experiments and Results

In this section, the performance of PointRgbNet in terms of accuracy
is tested. At this point, it is worth mentioning that the dataset, which
was obtained as explained Section 3.6.3, was split into two groups. 70%
of the samples were used for training and the remaining 30% for testing.
The architecture was trained for 52 epochs using Adam as the optimizer,
and the initial learning rate was 0.00001. An early stopping criteria based
on the deviation of accuracy and loss was applied in order to prevent
overfitting. Finally, the test split accuracy was 97.13%.

As the pipeline can take advantage of any existing object detector,
the experimentation is focused on two different methods. First, we tested
our approach with YOLO v3, which is reportedly the best object detector
in terms of accuracy. Second, we used MobileNetSSD for comparison.
This system is less accurate than YOLO v3, but it is much faster. In
addition, three different datasets with three different sensor arrangements
were chosen in order to test the capacity for generalization of the approach.
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As some of the datasets we used for the experiments lack ground truth,
the reported accuracy scores were computed by storing all the predictions
across the validation sequence. Then, a human agent checked whether
the predictions were correct or not. The accuracy values correspond to
the ratio of correct predictions. This process was performed by randomly
drawing 50 samples per category.

Finally, it is worth mentioning that the architecture was trained once
on the training split from the USYD Dataset and the resulting model was
then used to benchmark the USYD and other datasets. There was no
retraining for the results of each dataset.

3.6.4.1 Evaluation on the University of Sydney Campus Dataset

The first experiment was performed on one random sequence of the
USYD Dataset. The randomly selected sequence was not involved in the
training of PointRgbNet. This dataset is described in Section 3.6.3.
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Figure 3.20: Accuracy compared to distance to the target for PointRgbNet on
the USYD (1-2m, 2-3m, and so on).

The results are shown in Figure 3.20. First, it is important to note that
the distance for the object detection is constrained to 15 meters due to lim-
itations with the lidar, as explained before. No object was detected under
the 2m threshold. The global accuracy score using YOLO v3 as detector is
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84.66%, and 85.33% using MobileNetSSD. Despite being trained on com-
pletely different sequences, this high accuracy is expected as the architec-
ture was trained using data from the same platform. Namely, the sensors
and their setup are the same, however the sequence is different. YOLO v3
performed remarkably well, detecting the nearest and the furthest objects
accurately meaning that the input to PointRgbNet included very accurate
AOIs. MobileNetSSD is much faster, but the boxes were sometimes poorly
fitted and it struggled detecting the furthest objects. Nonetheless, the out-
put of PointRgbNet resulted in very similar accuracy. The failure cases in
this experiment were due to calibration[De Alvis et al., 2019], desynchro-
nization and motion shifting issues. These problems caused a mismatch
between the image and the laser data that resulted in several failures of
PointRgbNet. The approach also failed when the object is far from the sen-
sor and close to walls in the surrounding environment because the voxel
representation consisted mostly of the planar wall surface, which would
suggest that the object could potentially be part or a poster or billboard.
Finally, some predictions of our approach are shown in Figure 3.21 for
qualitative evaluation.

Figure 3.21: Qualitative results on the USYD Dataset. The dark blue boxes are
detections provided by YOLO v3, a red box mean that the object was classified
as background, the light blue boxes are objects classified as vehicles, and yellow
boxes are pedestrians. The blue-green dots are the 3D points as projected onto
the image plane.

3.6.4.2 Evaluation on the Kitti dataset

The Kitti dataset [Geiger et al., 2013], which is in-depth described in
Section 1.2.3.6, is a state of the art dataset for urban object detection,
so we also adopted it for benchmarking our method. It is important to
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note that this dataset provides 3D data from a 64 beams laser. The re-
sults are as shown in Figure 3.22. PointRgbNet with YOLO v3 as the
object detector achieved an accuracy of 78%, whilst the pipeline running
MobileNetSSD reached a 69.33% accuracy. As noted in the experiment
description from Section 3.6.4.1, MobileNetSSD has difficulties detecting
the furthest objects. In fact, over the 20 meters threshold there are almost
no correct predictions. However, this is also partly because few objects
were detected over that threshold.
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Figure 3.22: Accuracy per distance ranges of PointRgbNet on the Kitti Dataset
(1-2m, 2-3m, and so on).

The overall accuracy reduction is likely related to the aspect ratio of the
images. Kitti provides images of 1392×512 pixels, and the images that were
used for training the detectors were almost square. As all the images are
stretched to 224×224 pixels, which is the input size of the object detectors,
the visual features are considerably different. Thus, both object detectors
provided poorly fitted AOIs which included too many lidar returns from
the background, or even different objects within the same AOI. As the
AOIs yield poor quality, PointRgbNet experienced a performance drop.
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3.6.4.3 Evaluation on a ZED dataset

We also tested PointRgbNet with a ZED camera output. This device
consists of a stereo camera that provides dense 3D data, namely, there is a
distance value for each pixel of the color image. We collected 10 sequences
of about 3 minutes each. The sequences depicted different urban situa-
tions such as high density traffic and crowded pedestrian streets. As the
ZED camera provides 60 frames per second, a frameskip of 60 was applied
in order to speed up the runtime of this experiment without affecting the
outcome. The results are as show in Figure 3.23.
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Figure 3.23: Accuracy per distance ranges of PointRgbNet on the custom ZED
dataset (1-2m, 2-3m, and so on). The color of the bars regard the object detector,
being green YOLO v3 and blue MobileNetSSD.

According to the results, the accuracy using YOLO v3 as the object
detector was 72%, and 79.91% using MobileNetSSD. In this case, there was
a drop in accuracy compared with the first experiment. This is likely due
to the quality of the 3D data. This stereo setup provides a dense but very
noisy depth data. Despite the fact that the voxelization process helps to
ameliorate the effects of noisy data, the noise in this sensor is sometimes
so high that it results in an erroneous voxel representation, reducing the
accuracy of PointRgbNet.
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3.6.4.4 Preliminary adversarial test on a ZED dataset

As explained earlier, this proposal is intended to correctly classify ob-
jects that are visually similar to other objects. For instance: billboards
that show cars, adverts that depict people, or windows and displays that
reflect the street with pedestrians and cars in it. In each of these cases,
a 2D approach is likely fail. So, in this experiment we recorded an some
specific scenarios to test the operation of PointRgbNet. A number of dif-
ferent sequences that included reflected objects, depictions, posters and
billboards were recorded using a ZED camera. As this is a preliminary
test, the results are for qualitative evaluation only. This experiment run
the pipeline that featured YOLO v3 as the object detector. Some results
can be seen in Figure 3.24.

Figure 3.24: Qualitative results on the adversarial test. The blue boxes are
detections provided by YOLO v3, and the red boxes mean that the object was
classified as background by PointRgbNet. The blue-green blocks are the 3D points
as projected onto the image plane.

It is clear in this case that YOLO v3, which is one of the most accurate
2D-based methods, detected objects in posters, billboards, adverts and
as part of reflection in specular surfaces. Nonetheless, PointRgbNet was
able to take these detections and provide the correct category, namely,
background.

3.6.5 Conclusions

In this section we introduced PointRgbNet, an hybrid 2D/3D CNN for
urban object recognition. Our approach successfully uses 2D and 3D data
within a deep learning-based pipeline to perform classification. The main
advantage of our proposal is that it is able to discriminate actual objects
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from depictions of objects. This is a key feature for any autonomous vehicle
system as it should be able to differentiate between an actual person and
a photo of a person in an advertisement. Our proposal has been validated
with different datasets and sensors, and different object detectors with an
accuracy ranging from 70% to 85%.

According to our experiments, the full pipeline is able to run end to
end at 389ms using YOLO v3 as the object detector, and at 205 ms with
MobileNetSSD. This means it runs at roughly 3 and 5 fps respectively. A
single feedforward of PointRgbNet is 11ms.

Regarding the limitation of PointRgbNet, the performance was best
with objects under 15 meters and with the particular camera and laser
used in training. In addition, as PointRgbNet depends on an external ob-
ject detector, the accuracy is limited by it. Likewise, the maximum range
and noise level of the 3D sensor will affect the maximum range and the
accuracy of PointRgbNet.

Finally, the source code of the proposal, the trained model and some
sample test data can be downloaded from2.

2bitbucket.org/fgd5/pointrgbnet

bitbucket.org/fgd5/pointrgbnet




Chapter 4

Tridimensional object
recognition using a

slice-based representation

This chapter explores a slice-based representation of tridimensional
objects in a DL pipeline. Introduction and motivation for this
approach is given in Section 4.1. Then, the steps to convert from
point clouds to the sliced-representation are explained in Section
4.2. Section 4.3 shows the architecture and the experiments that
were carried out to validate it by considering a range of different
backbones, setups, and datasets.

4.1 Introduction

Scene understanding remains an open problem in the computer vision
community. It was started with the goal of building machine vision systems
that could see like humans, and infer the content of a room just by taking
a look at it. In which kind of room we are in, which kind of furnitures
and objects are around, what is the situation or current state of the room,
discovering object functionality, etcetera. Although it has achieved great
success in the past decades, a lot more is still required to reach a complete
understanding of visual scenes. Research towards this direction spans a
wide range of application scenarios from autonomous robots to self-driving
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cars.
Object recognition is one of the key problems to be solved for the de-

velopment of a complete scene understanding system and it is the main
focus of this work. Although this problem has been traditionally addressed
using RGB cameras, over the last years many new approaches have encour-
aged the use of 3D data. The advent of commodity 3D sensors such as
the Microsoft Kinect, and the creation of large, real and synthetic 3D data
repositories [Lim et al., 2013, Song et al., 2015, Xiang et al., 2016, Chang
et al., 2015] have opened new trends for this research problem. In partic-
ular, many papers addressed the problem of 3D shape classification using
deep learning techniques and there has been a large number of works that
used CNNs in the field of 3D object recognition [Wu et al., 2015, Maturana
and Scherer, 2015, Shi et al., 2015].

One of the most used dataset for 3D object recognition is ModelNet.
In fact, ModelNet are both a dataset and a challenge. The dataset is a
collection of 3D CAD models for the most common object categories in
the world. Currently, they provide two versions: a 10-class dataset and a
40-class dataset. Also, they host a challenge to motivate the research in
3D object recognition.

While best results so far are achieved with 2D deep learning-based
methods, its extension to 3D still presents many problems. For example,
some methods that obtained high performance on the ModelNet challenge
are mostly based on 2D views. These 2D views are usually obtained as
a projection of the 3D data, for example, [Su et al., 2015b] presents a
CNN architecture that combines information from multiple views of a 3D
shape into a single and compact shape descriptor. This method obtained
a 90% classification accuracy on the ModelNet40 dataset. Moreover, most
top performer techniques on this challenge are also based on the use of
multiple 2D views, see the updated leaderboard in 1. The main reason
why volumetric or 3D representation approaches currently do not produce
as good results as 2D multiview methods is related to the discretization
process of the 3D data and how the volumetric domain needs to handle
large amounts of sparse data. Moreover, current GPUs do not allow to

1https://modelnet.cs.princeton.edu/

https://modelnet.cs.princeton.edu/
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handle the same input resolution for 2D views than 3D volumetric rep-
resentations, therefore being limited by the amount of detail that can be
captured. Similar conclusions are presented in [Qi et al., 2016c]. Also, as
stated in Chapter 3, inserting volumetric representations in a deep CNN
pipeline requires large amounts of memory and is a very time consuming
task.

In this chapter, we present a novel data representation that uses mul-
tiple 2D views from 3D models for 3D object recognition in Section 4.2.
The proposed representation is composed of 2D renderings that are based
on cross sections of 3D models. The proposed architecture, which is intro-
duced in Section 4.3, outperforms most existing approaches that partici-
pated in the ModelNet challenge. By the time this work was made, the
proposal was in the second position of the leaderboard, obtaining 94.37%
classification accuracy on the ModelNet-10 challenge as discussed in Sec-
tion 4.3.2. Then, in the same section, we further develop this idea by
expanding the experiments involving different architecture backbones and
datasets.

4.2 Slice-based Representation of 3D Objects

In order to generate the slice-based representation, we load the point
clouds and calculate the central point for each axis. Then we make a slice
across the XY, XZ, and YZ planes with a thickness of 5% of the model
size. Those points that fall inside these sections are isolated and projected
in their planes to generate an image of 500× 500 pixels. These images are
binary maps in which the background is black and the projected points are
white. This process is shown in Figure 4.1.

Due to the inconsistent point density produced by the sampling process
described in Section 3.2, there are some slices in which the points are
very sparse, so the projection does not represent the object faithfully. To
deal with this problem, a post-process is carried out for each projection in
which we apply dilations of 10 pixels using a square as structuring element.
This post-processing step fills the gaps between the scattered points and
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(a) Sliced example (b) Points of every slice (c) Resultant projections
of the three slices

Figure 4.1: Extracting the slices from a point cloud example

produces a more suitable representation of the object, as shown in Figure
4.2.

(a) Model slice with scattered pixels (b) Model slice with dilated pixels

Figure 4.2: A comparison of a random slice before and after the dilation process.
The dilated image provides a more accurate representation the object and makes
the it independent of the input point cloud density.

This process is performed for each example present in the dataset,
which are first sampled to point clouds following the methodology ex-
plained in Section 3.2. Thus, for each point cloud there are three corre-
sponding images, one per slice.

This slice representation of the objects allows us to train and test a
3D recognition system in a 2D fashion, that provides the high success rate
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and the fast training and testing sessions that characterizes the deep image
recognition neural networks yet preserving an taking advantage of the 3D
information implicitly materialized in the slicing method.

4.3 3D Object Recognition Using a Slice-based
Representation on Full Objects

LonchaNet, which is the name of the architecture that is proposed in
this section, is a 3-branch 2D CNN which is trained to predict object
classes. Namely, the architecture yields three independent CNNs that are
used for feature extraction and are joined in the same fully connected layer.
LonchaNet takes as an input the three slices that are obtained as a result
of the preprocessing stage explained in Section 4.2, and is able to perform
classification tasks.

4.3.1 LonchaNet Architecture Definition

Figure 4.3: LonchaNet architecture.

The main architecture of LonchaNet is composed of three isolated
GoogLeNet that are joined at the bottom in a Concatenation Layer prior a
Fully Connected Layer which acts as the final classifier, as shown in Figure
4.3.

As stated before, by the time this work was done, GoogLeNet was one
of the state-of-the-art deep CNN for image recognition tasks, providing



684.3. 3D Object Recognition Using a Slice-based Representation on Full Objects

the highest accuracy in several challenges, so we chose it over the other
topologies.

In this architecture, all convolutions, including those inside the incep-
tion modules, use ReLU activation. The size of the input images in this
network is 224×224 taking RGB channels with mean subtraction, although
in the LonchaNet ensemble we use binary maps with no mean normaliza-
tion. GoogLeNet network consists on 22 layers deep when considering only
layers with parameters (or 27 layers if we also consider pooling ones). The
overall number of layers (independent building blocks) used for the con-
struction of the network is about 100. However, this number depends on
the machine learning infrastructure that is used. The use of average pool-
ing step prior the classifier is based on [Lin et al., 2013], although this
implementation differs in the use of an extra linear layer. This enables
adapting and fine-tuning the network for other datasets.

LonchaNet features three independent GoogLeNet (we will reference
them as "branches") learning features that define an object for each slice,
so we force each branch to specialize the filters in a particular set of features
for every slice. Finally, the responses of each branch are concatenated in a
single output that is fed to a fully connected layer that acts as a classifier.

4.3.2 Experiments and Results

In this Section, a range of experiments were carried out in order to
benchmark the accuracy, the generalization capabilities, and the bound-
aries and limitations of the approach.

4.3.2.1 Results on the ModelNet-10 dataset

In order to validate the precision of LonchaNet, we tested our approach
in the ModelNet challenge. As mentioned before, this project intends to
provide researchers with a comprehensive clean collection of 3D models for
objects and sets a framework to test and compare the different approaches
to the 3D object recognition task.

The ModelNet database provides CAD models in OFF format as polyg-
onal meshes. However, our architecture requires point clouds to generate



Chapter 4. 3D object recognition using a slice-based representation 69

the slices – since this would be the usual input provided by consumer depth
sensors. In order to convert the CAD objets to point clouds we used the
methodology described in Section 3.2. Once the point clouds were gener-
ated, the corresponding slice representation was obtained as explained in
Section 4.2.

We trained LonchaNet from scratch and tested it with the ModelNet-10
dataset. It is worth noting that no transfer learning or fine tuning over a
pre-trained set of parameters was used. It is also worth noting that the
training and testing splits are imposed by the challenge and the amount of
samples per category is unbalanced. This fact could harm the accuracy of
the system, biasing the learning and the classification to the classes with
more number of examples, as stated by [He et al., 2009].
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Dresser 0.0 0.0 0.07 0.0 0.0 0.92 0.0 0.01 0.0 0.0
Bathtub 0.0 0.02 0.0 0.04 0.0 0.0 0.94 0.0 0.0 0.0
Sofa 0.0 0.0 0.01 0.0 0.0 0.0 0.0 0.99 0.0 0.0

Monitor 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 1 0.0
Chair 0.0 0.01 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.99

Figure 4.4: Confusion matrix of the classification results achieved by LonchaNet
after 18300 training iterations using the ModelNet-10 dataset (solver type is
ADAM, learning rate is 0.00001, β1 is 0.9 and beta2 is 0.999). It is worth to
mention the confusion between the classes Desk and Table, and Nightstand and
Dresser. The values shown in the table are percentages.

We converted the whole dataset to the sliced representation in an offline
fashion, so in training and test stages we fed the architecture with the three
images instead of doing so with a point cloud. This is done to isolate the
training and testing timings of the neural architecture.
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Regarding the parameters that affects to the learning process, we trained
the architecture with a base learning rate of 0.00001, multiplying the cur-
rent learning rate by 0.75 every 10000 iterations. To compute the weights
update we use the ADAM [Kingma and Ba, 2014b] solver with β1 = 0.9
and β2 = 0.999. The training process executed for 20000 iterations, but
the best weights set was produced on the iteration #18300 which threw a
test accuracy of 94.37%, the second best score in the leaderboard of the
ModelNet-10 challenge by the time this experiment was carried out.

It is also worth noticing the fast computations of our architecture. One
training iteration with a batch size of 30 examples takes an average of 2.25
seconds. Also, classify a new examples only takes 89ms.
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Figure 4.5: Accuracy rate per class for the test split of the ModelNet-10 dataset
achieved by LonchaNet after 18300 training iterations using the ModelNet-10
dataset (solver type is ADAM, learning rate is 0.00001, β1 is 0.9 and β2 is 0.999).

Figure 4.5 shows the accuracy rate per class. It can be seen that the
classes with the less accuracy are the very same classes with the less number
of examples, namely the classes desk and nightstand. In light of this fact
we can expect that if we could have a balanced dataset, the error rate of
these classes would decrease significantly.

In Figure 4.4, we can observe the confusion matrix of the classifica-
tion accuracy for the test split of ModelNet-10. This table, alongside the
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Figure 4.6: Precision-recall curves for every class obtained by the classification
of the ModelNet-10 test split.

(a) Table (b) Desk

(c) Nightstand (d) Dresser

Figure 4.7: Similarity between two objects of different classes: Table and Desk,
and Nightstand and Dresser. The point cloud shown in (a) represents an object
of the Table class, whilst the point cloud in (b) represents an object whose class is
Desk but it is misclassified as a Table due to their resemblance. The point clouds
(c) and (d) illustrates the same problem with the classes Nightstand and Dresser.

precision-recall curves presented in Figure 4.6, confirms the stability and
reliability of the system, which confuses only objects of classes that heavily
look alike from a visual perspective.

That is the case of the classes desk and table which the system con-
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fuses, yet not the other way around. This could be possibly caused by the
fact that a desk is a type of table, meaning the desks have minor visual
features that go unnoticed in some examples, making those examples hard
to distinguish from the table ones, as shown in Figures 4.7a and 4.7b. In
addition, it is worth noting that the class desk have a reduced number of
examples compared with other classes such as sofa or chair.

Also, there is a confusion problem among the classes nightstand and
dresser. This kind of confusion is very common in CNN architectures
because, again, they rely their classification capabilities on visual features
of an object and, as seen in Figures 4.7c and 4.7d, these two classes are
visually similar.

Figure 4.7 remarks the ambiguity of the visual features between the
classes desk an table, and nightstand an dresser and point up the difficulty
of the problem.

4.3.2.2 Results on the ModelNet-40 dataset

We also trained and tested our system with ModelNet-40, the extended
one version with 40 different categories. The neural architecture remained
the same with a minor modification: the number of neurons in the output
layer was modified from 10 to 40 in order to match the number of classes
of the ModelNet-40 dataset. No further modifications were applied to the
LonchaNet architecture.

The training hyperparameters are the same that we used for theModelNet-
10 experiment: a base learning rate of 0.00001, multiplying the current
learning rate by 0.75 every 10000 iterations. To compute the weights up-
date we use the ADAM [Kingma and Ba, 2014b] solver with β1 = 0.9 and
β2 = 0.999. In the ModelNet-40 experiment, the training process executed
for over 250000 iterations, obtaining the best weights set on the iteration
#144500 which threw a test success rate of 79.85%. The timings for this
experiment are roughly the same that the ones we used for the ModelNet-
10 experiment: a training iteration of 30 samples took over 2.25 seconds
whilst classification of a new sample only takes 89 milliseconds.



Chapter 4. 3D object recognition using a slice-based representation 73
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Figure 4.8: Confusion matrix of the classification results achieved by Lon-
chaNet and the ModelNet-40 dataset after 144500 training iterations (solver type
is ADAM, learning rate is 0.00001, β1 is 0.9 and β2 is 0.999).The values shown in
the table are percentages.

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 37 38 39 40
0.0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9
1.0

Class

A
cc

ur
ac

y

Success rate

Figure 4.9: Success rate per class for the test split of the ModelNet-40 dataset
achieved by LonchaNet

Our method is rather competitive achieving a high success rate, yet
it is highly dependent on the orientation of the samples. Whilst in the
ModelNet-10 version the models share the same pose, in the ModelNet-40
they do not. This is caused by the slicing method described in Section 4.2
that captures implicitly the pose which is clearly counterproductive in this
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case.
Reviewing the confusion matrix obtained in this experiment, Figure

4.8, and the accuracy per class, Figure 4.9, we can confirm the overall
accuracy of the LonchaNet architecture. We also observed that several
samples across all classes are often wrongly classified as bottles. The mis-
classified samples of the classes bowl, cup, flowerpot or stool are fairly
comprehensible as these classes heavily look like a bottle, namely, a nar-
row neck and a wider bottom. As shown in Figure 4.9, these classes are
those with the lower success rate. There are other classes that also share
some features but in a different scale that make them look very similar
once converted to the slice-based representation.

Moreover, we can spot some punctual and scattered confusion errors
such as the desk and table ambiguity introduced before, bookshelf and
wardrobe or flowerpot and bottle. These pairs of classes heavily look alike
one to each other, leading to a high probability of misclassifying them as
explained in Section 4.3.2.1.

4.3.2.3 Results on the IKEA dataset

The IKEA dataset consist of furniture CAD models gathered from the
Google 3D Warehouse alongside of aligned RGB images took from Flickr.
This dataset contains 7 classes: bed, bookcase, chair, desk, sofa, table and
wardrobe. This dataset is originally intended to validate fine 3D pose es-
timation, but we used the 3D models of the dataset to validate our 3D
model recognition system: LonchaNet.

As we did with the ModelNet dataset, we firstly had to convert the
meshes to point clouds following the method explained before and then
the obtained point clouds to the sliced representation proposed in Sec-
tion 4.2. We manually aligned the point clouds to match the ModelNet-10
poses. Also, several meshes contained more than one object so we split
them in order to obtain single object meshes. The samples from the class
bookcase were removed as this class is not present in the ModelNet-10
dataset. Some other meshes were removed due to incompatibilities be-
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tween the given format and our mesh to point cloud method. Finally, the
refined IKEA dataset contains 87 samples distributed in 6 classes. The
exact number of samples per class could be seen in Table 4.1.

Class Number Category # of samples
1 Desk 14
2 Table 39
4 Bed 3
6 Dresser 18
8 Sofa 8
10 Chair 5

Table 4.1: Refined IKEA samples per class distribution.

Finally, we took LonchaNet and the best ModelNet-10 model, and
tested it with the converted IKEA samples achieving an accuracy of 70.45%.
This accuracy is promisingly high bearing in mind that we trained our sys-
tem with theModelNet dataset and then we tested it with a totally different
one, which means that the trained model is not overfitted to the ModelNet
dataset and is able to generalize to a level. Figure 4.10 shows the results
of the classification process.

In this case, the overall accuracy is slightly lower than the one achieved
by testing over the ModelNet-10 test split shown in Section 4.3.2.1. Al-
though LonchaNet performed nicely for the table, dresser, sofa or chair
classes, it often fails to correctly classify the desk and bed samples. One
more time, we found LonchaNet classifies the desk samples as tables, as
it did in the former experiments. In addition, the desk samples of this
dataset are rather odd to the system as they do not only include the desk,
but the models also include some bookshelves or other furnitures attached
to them, as shown in Figure 4.11.

Regarding the bed class, it only contains 3 samples and, although it
fails to classify all of them, we can not extract conclusions from this result
due to the reduced size of the set.
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Figure 4.10: Accuracy rate per class for the refined IKEA dataset achieved by
3DSliceLeNet using the best model generated by the training process over the
ModelNet-10 dataset. Note that the IKEA dataset does not contain samples for
classes nighstand, toilet, bathtub or monitor.

Figure 4.11: Some samples of desks in the IKEA dataset does not contain only
the desk itself but bookshelves and other furniture pieces attached to them.

It is worth noticing that we could have improved the classification ac-
curacy by training over this dataset, but this is not the purpose of this
experiment. Our target is to state and determine the reliability, stabil-
ity and generalization capabilities of LonchaNet, training with a certain
dataset and then testing the generated model with a totally different one.

4.3.2.4 Results on the ShapeNetV2 Core dataset

As explained in Section 1.2.3.2, the samples of this dataset come in a
mesh format, so they had to be converted to point clouds following the
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method described in Section 3.2 in order to be used with LonchaNet.
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Figure 4.12: Success rate per class for the test split of the ShapeNetV2 Core
dataset achieved by LonchaNet

Next, LonchaNet was trained on this dataset. The test split ratio was
20% of the dataset. Once the training process is done, the test threw an
accuracy of 88.45%. The overall accuracy, yet high, is not as high as the
achieved in the ModelNet-10 test. Both datasets are manually aligned but,
in this case, the number of samples per class is highly unbalanced. In fact,
some classes contain less than 100 samples whilst others contain more than
8000. This causes the learning process to bias to the categories with more
samples as it is more likely to make a correct prediction if it predicts the
class with more samples. This effect harms the overall accuracy. As seen in
Figure 4.12, the classes with lower accuracy are those with fewer number
of samples according to Table 1.1. Figure 4.13 shows the confusion matrix
for this experiment. The diagonal confirms that the algorithm performs as
expected, with minor failing cases. For instance, almost every cellphone
sample is classified as telephone. This is understandable as in the telephone
class it can be found samples of cellphone or isolated telephone handsets,
that are very similar to cellphone. Besides, some examples of microphone
are classified as lamp, which is also understandable as both classes share
common visual features, namely a tall post with some bigger artifact on
top. Finally, the class tower has low accuracy as the system tends to
classify its samples as lamp. Once again, tower and lamp share common
visual features, namely a thin tall structure.
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Figure 4.13: Confusion matrix of the classification results achieved by Lon-
chaNet and the ShapeNetV2 Core dataset after 144500 training iterations (solver
type is ADAM, learning rate is 0.00001, β1 is 0.9 and β2 is 0.999). Darker shades
of blue represent higher values.

4.3.2.5 Using other CNNs as branch backbone

All the experiments presented so far were executed on a topology that
features three GoogLeNet branches, but some other architectures were con-
sidered too. In this subsection, those experiments are compiled and de-
tailed. Those experiments exposed that the chosen GoogLeNet architecture
outperforms several other ones and justifies the inclusion of GoogLeNet in
the LonchaNet topology.
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All experiments were conducted with the parameters detailed before
and trained and tested on the ModelNet-10 dataset.

First, ResNet50 [He et al., 2015a] was tested. This architecture intro-
duces the residual term, which consists in the aggregation of the input
image to the output image of a convolution block. As a result, the output
of a convolution block could be seen as the input image where the features
activated by the filters are highlighted. In contrast, the output of a convo-
lution layer in a default convolutional neural network is only the result of
the neuron activation. If a neuron is not triggered on a certain region of
the input image, the output remains with lower activation values. When
the network computes the weight updates in the backpropagation stage,
the values on non-activated regions lead to a very low updates, eventually
even provoking no update at all, which causes the learning to get stuck.
This issue is known as the vanishing gradient problem. The inclusion of
the residual term helps fighting the vanishing gradient problem and allows
the creation of even deeper architectures.

A LonchaNet with ResNet50 branches was trained and tested on the
ModelNet-10 dataset. This topology achieved an accuracy of 92.28% and
a runtime of 105ms on inference mode. The confusion matrix of this ex-
periment is shown in Table 4.14.

In addition, the Xception[Chollet, 2016] architecture was tested. This
architecture introduces the depthwise separable convolution which consists
in applying convolutions across channels and then a 1×1 convolution. This
feature makes the network learn spatial dependencies and relations across
channels.

A LonchaNet with Xception branches was trained and tested on the
ModelNet-10 dataset. This topology achieved an accuracy of 91.95% and
a runtime of 94ms. The confusion matrix of this experiment is shown in
Table 4.15.

Lastly, the VGG16 [Simonyan and Zisserman, 2014a] architecture was
also considered to be included in the LonchaNet topology. This architec-
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Desk Table Nstand Bed Toilet Dresser Bathtub Sofa Monitor Chair
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1 97 2 0 0 1 0 0 0 0

0 3 92 0 0 3 0 0 0 1
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0 0 21 0 0 79 0 0 0 0

0 2 0 8 2 0 88 0 0 0

0 0 1 0 1 0 0 98 0 0

0 0 2 0 0 0 0 1 98 0

0 0 2 1 0 0 0 0 0 97

Figure 4.14: Confusion matrix of the classification results achieved by Lon-
chaNet with ResNet50 branches using the ModelNet-10 dataset (solver type is
ADAM, learning rate is 0.00001, β1 is 0.9 and beta2 is 0.999). The values shown
in the table are percentages.
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Desk Table Nstand Bed Toilet Dresser Bathtub Sofa Monitor Chair

74 13 1 3 0 1 0 5 1 1

1 99 0 0 0 0 0 0 0 0

0 2 88 0 0 7 0 0 1 1

0 2 0 98 0 0 0 0 0 0

0 0 0 2 97 0 0 0 0 1

0 0 16 0 0 83 0 0 1 0

0 0 0 8 4 0 88 0 0 0

0 0 0 0 0 0 0 100 0 0

0 1 1 0 0 0 1 0 97 0
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Figure 4.15: Confusion matrix of the classification results achieved by Lon-
chaNet with Xception branches using the ModelNet-10 dataset (solver type is
ADAM, learning rate is 0.00001, β1 is 0.9 and beta2 is 0.999). The values shown
in the table are percentages.

ture features a stack of convolutional layers (which has a different depth
in different architectures) and is followed by three fully connected layers:
the first two have 4096 neurons each, the third performs classification and
thus contains 1000 channels (one for each class). The final layer is the
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soft-max layer. The configuration of the fully connected layers is the same
in all networks. To integrate VGG16 in LonchaNet, the fully connected
layers were removed so the outputs of the last convolution blocks of the
three branches are fed to the LonchaNet classification block.

A LonchaNet with VGG16 branches was trained and tested on the
ModelNet-10 dataset. This topology achieved an accuracy of 90.62% and
a runtime of 224ms. The confusion matrix of this experiment is shown in
Table 4.16.
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Figure 4.16: Confusion matrix of the classification results achieved by Lon-
chaNet with VGG16 branches using the ModelNet-10 dataset (solver type is
ADAM, learning rate is 0.00001, β1 is 0.9 and beta2 is 0.999). The values shown
in the table are percentages.

Despite the fact that the accuracy gain is marginal, the LonchaNet
with VGG16 branches is totally unadvised because of its elevated number
of parameters (over 400.000). This causes the network to run much slower
and takes more memory to work than the other tested architectures. What
is more, Xception’s main novelty relies on the intra-channel convolutions.
Since the point cloud projections are binary maps, it cannot take advan-
tage of this feature, so this architecture could be discarded regardless of its
accuracy. Finally, LonchaNet with ResNet50 branches performed similarly
to the GoogLeNet branches incarnation, yet its accuracy is slightly lower.
As exposed, all the considered architectures achieved similar accuracies but
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the best performer both at inference time and accuracy was GoogLeNet,
so it was chosen to be part of the LonchaNet final topology.

Branch Architecture ModelNet-10 Acc. (%) Runtime
GoogLeNet 94.37 89
ResNet 92.28 105
Xception 91.95 94
VGG16 90.62 224

Table 4.2: Summary of the accuracy and runtime achieved by different Lon-
chaNet branch setups.

Table 4.2 summarizes the results of these experiments.

4.3.2.6 Impact of the number of slices in the accuracy and run-
time

As stated before, using only three slices to feed our architecture involves
discarding a lot of potentially useful information but our chosen topology
for LonchaNet with GoogLeNet branches cannot be tested any further due
to memory limitations of our current hardware set up. In order to find out
the gain when increasing the number of slices, the branches of the Lon-
chaNet topology were replaced by the simpler LeNet5 [Lecun et al., 1998],
a much shallower and naive architecture but also less memory greedy. This
way, up to six slices fit in our system with no memory problems. These
experiments intend to expose the improvement on accuracy that involves
using more than three slices.

As usual, the experiments were conducted with the parameters detailed
earlier and trained and tested on the ModelNet-10 dataset.

First, a LonchaNet with three LeNet5 branches was tested. This topol-
ogy achieved a test accuracy of 82.24% and a runtime of 12ms at inference
time. Then, a LonchaNet with six LeNet5 branches was tested. This topol-
ogy achieved an accuracy of 82.02% and a runtime of 17 milliseconds at
inference time.



Chapter 4. 3D object recognition using a slice-based representation 83

As expected, the overall accuracy dropped compared to the LonchaNet
chosen topology as the LeNet5 architecture is shallower than theGoogLeNet
one and less powerful, but the aim of these experiments was not to improve
the accuracy but to find out how much gain implies the use of more slices
to classify 3D objects.

Furthermore, in the light of these experiments, it cannot be concluded
either that the inclusion of more slices could lead to an improvement or
not. In fact, the accuracy of LonchaNet with three or six slices is roughly
the same while the inference time is increased by a 45%. Nonetheless,
this conclusion is not definitive. It is worth to recall that the LeNet5
architecture expressiveness is limited compared to deeper architectures as
GoogLeNet. Still, there would likely be room to improve the classification
accuracy when feeding more slices if the architectures in the branches were
more powerful.

4.3.2.7 Concatenating the slices to create a mosaic

We also preliminary tested another approach to this problem. This
approach consisted in concatenating several slices for each 3D axis into
a single image, thus generating a 3 × N slices 2D representation. We
converted the meshes to this 2D representation and fed it to a state-of-
the-art GoogLeNet. We noticed that accuracy reached higher scores as we
increased the N value, i.e., the number of slices per 3D axis. This approach
was tested with 3× 3, 3× 5 and 3× 7 slices observing an improvement on
each test over the former. We could not test any further due to memory
limitations.

4.3.3 Conclusions

Using our current architecture, we reached the second place in the
leaderboard of the challenge by the time these experiments were performed,
with an accuracy of 94.37% in the ModelNet-10 accuracy task and reached
an accuracy of 79.85% in the ModelNet-40 classification task. In addition,
it provides an extremely fast computation: once the model is trained,
classifying a 3D object only takes 89ms.
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As stated in Section 4.3.2.7, it is conceivable to think that if we could
feed LonchaNet with more slices by somehow circumventing the hardware
limitations, it is expected an improvement in the accuracy rate, but we
can not test this case due to memory limitations of our hardware.



Chapter 5

Hand Pose Estimation

In this Chapter, twodimensional and tridimensional approaches to
hand pose estimation are detailed. Section 5.1 stated the introduc-
tion and motivation to hand pose estimation. Then, Section 5.2
proposed a method that is able to estimate the hand’s pose in the
image plane. A brand new dataset for estimating 2D and 3D hand
poses is introduced in Section 5.3. This dataset is used to create a
tridimensional hand pose estimator, which is explained in Section
5.4. In this last section, we also explore the potential use case for
teleoperating robot hands.

5.1 Introduction

Hand pose estimation is a research line that is booming in the field of
computer vision. Not without reason, humans constantly and seamlessly
use non-verbal communication through gestures or poses. For example
they cross their arms to express rejection or perform a “thumbs-up” ges-
ture to express approval. In order to achieve better HRI, it is imperative
that the robots could recognize these events and react accordingly. To do
so, the first step is to obtain accurate hand information, namely the pose
of the hand. But the ability to estimate the hand pose is not only useful
for robot interaction but for VR too. One of the drawbacks of several VR
systems is that the interaction with the virtual worlds is done by using
remote controllers that negatively impacts in the immersion feeling. The
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VR systems could benefit of methods for hand pose estimation based on
cameras that allow them to detect the operator’s hands, and insert them
in the virtual world seamlessly.

Thus, in this hapter we propose first a 2D hand pose estimation system.
This approach, which is trained on our own dataset, is able to accurate
estimate the position of each joint in a hand in u, v coordinates. Namely,
the pose of the hand in the image plane. In the same section, it is also
introduced a methodology to effortlessly create a hand pose dataset. This
methodology is explored in-depth in the next section, which explains how
the idea was extended in order to create a large-scale multi-view hand pose
dataset. Finally, this dataset was used to train a system which is able to
estimate the hand’s joints position, but this time in the 3D real world
coordinate frame.

5.2 2D Hand Pose Regression Using CNNs

In this Section, a novel system for 2D hand pose estimation is intro-
duced. This approach is able to take a color image as input and predict
u and v position of each joint in a hand using a deep learning approach.
To do so, the following pipeline is proposed: First, a camera is used to
capture a color image. This image is forwarded through a Faster R-CNN
network [Ren et al., 2015] trained to detect the hands present in the scene.
This network outputs both the bounding box of a hand and a score that
represent the detection confidence. If this score is above 0.85, the esti-
mated bounding box is used to crop the detected hand from the image.
The crop of the hand is resized to 224 × 224 pixels and fed to a custom
ResNet50 [He et al., 2015b] network. By using this network we are able to
robustly estimate the hand pose depicted in the image coordinate frame.
The overall pipeline is shown in Figure 5.1.

Notice that there are two critical stages in this pipeline: the hand
detection (bounding box estimation) and the hand pose regression stage.
These subsystems are detailed in the following Sections.
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Figure 5.1: Overall pipeline of the proposed method. First, an image is captured
using a regular web camera. This image is fed to a hand detector in order to obtain
the bounding box of the hand. Then, the hand is cropped and passed to the hand
pose regressor to finally estimate the position of the hand joints.

Finally, it is worth to remark that this pipeline provides highly accu-
rate hand pose estimation while maintaining the computation cost at bay.
These features allow the system to run under real-time constraints.

5.2.1 Dataset Description and Capture Setup

In order to train the hand detector and the hand pose regression net-
works, a brand new dataset was generated. To generate accurate ground
truth, a custom capture device was created, as shown in Figure 5.2. This
device consists in an aluminum structure that holds two key devices. First,
it features a Logitech C920 HD Pro color camera. This camera provides
high quality images up to 1080p resolution, and although this model comes
with an auto focus function, this feature was disabled as it would affect the
intrinsic camera parameters estimation. Also, the images were captured at
640 × 480 resolution. This camera is located on the top of the structure,
facing forward, where the Leap Motion interaction space is located. We
used this camera to capture hand images. The positions of the hand joints
are provided by the Leap Motion sensor.

The Leap Motion controller is a device that accurately captures the
pose of a person’s hands. It provides accurate, sub-millimeter hand track-
ing at 200Hz. This device supplies, among other data, the 3D position of
the joints of a hand. This information was obtained in order to automat-
ically annotate the position of the joints in the color images. This device
is attached at the bottom of the structure, facing upwards. This configu-
ration creates an overlapping space that is captured by both, the camera
and the Leap Motion controller. This overlapped interaction area is lim-
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Figure 5.2: We created a custom device in order to quickly generate the dataset.
This device holds a color camera and the Leap Motion controller and allows us to
quickly generate large amounts of ground truth data.

ited to 235mm wide, 235mm long and 147mm deep, which is the size of
the interaction box of the Leap Motion controller. Outside the interaction
box, the hand joints information provided by the sensor are not reliable.

In order to accurately and automatically annotate the 3D position of
the hand joints in the color images, a calibration procedure between the
color camera and the Leap Motion is required, which is described in Sub-
section 5.2.1.1. This setup is used to capture large amounts of accurate
ground truth automatically. For each frame, a color image and the 3D
positions of the joints are captured. Then, they are transformed into the
color camera coordinate frame and finally stored as the annotations for the
hand present in the color frame.

5.2.1.1 Calibration process between the color camera and the
Leap Motion

Deep Learning systems require a large amount of labelled data to train
robust models. In most cases, manual annotation is not feasible and re-
searchers have come up with different procedures that can automatically
generate ground truth annotations. Commonly, two different approaches
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are used for generating tons of annotated data: using tools for generating
synthetic data. However, this approach suffers from the realistic-synthetic
discrepancies and therefore, the trained network is not able to correctly
classify real-life data. The other approach is to use ad-hoc tools/sensors
that can provide us with ground truth annotations. This is usually the
approach that yields best results since the data that is acquired is more
similar to real data.

In this work, we used a Leap Motion sensor to generate ground truth
labels. As aforementioned, the Leap Motion is able to provide us with
accurate 3D information about hands joints. In order to be able to auto-
matically annotate images from the color camera using the Leap Motion
controller we had to calibrate both devices.

The calibration process requires two steps. First, estimation of intrinsic
camera parameters, K, of the color camera and then estimation of extrin-
sic parameters between the Leap Motion controller and the color camera,
[R|T ]. In this work, we use [Zhang, 2000] for computing the intrinsic cam-
era parameters. Then, we estimate the transformation that allows us to
transform 3D points in the Leap Motion coordinate frame to the camera
coordinate frame.

For estimating the transformation between these two sensors we use a
set of correspondences between Leap Motion data and color camera data.
Given these correspondences between the 3D Leap Motion controller points
and its projection on the 2D images, we captured 10 color frames and
manually labeled correspondent 3D joints positions of each fingertip. We
computed the transformation matrix between the two coordinate frames by
solving the Perspective-n-Point problem. Figure 5.3 illustrates this process.
Basically, given a set of n 3D points in the Leap Motion reference frame and
their corresponding 2D image projections, as well as the intrinsic camera
parameters, K, we determine the six degree-of-freedom (6DoF) pose of
the camera in the form of its rotation R and translation T with respect
to the Leap Motion coordinate frame. We use the Levenberg-Marquardt
optimization algorithm to minimize the final reprojection error.

As stated before, we use this transformation matrix to project the 3D
points provided by the Leap Motion controller on the color image. Using
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this procedure we have a reliable way to capture annotated examples in an
automatic way and therefore to generate a large dataset to train and test
the proposed method.

Figure 5.3: Calibration setup used for extrinsic parameter estimation by solving
the Perspective-n-Point problem.

Joint ID Finger Bone Joint ID Finger Bone
1 Index Distal 11 Pinky Intermediate
2 Index Metacarpal 12 Pinky Proximal
3 Index Intermediate 13 Ring Distal
4 Index Proximal 14 Ring Metacarpal
5 Middle Distal 15 Ring Intermediate
6 Middle Metacarpal 16 Ring Proximal
7 Middle Intermediate 17 Thumb Distal
8 Middle Proximal 18 Thumb Metacarpal
9 Pinky Distal 19 Thumb Intermediate

10 Pinky Metacarpal 20 Thumb Proximal

Table 5.1: Joints of the hand present in the dataset.
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5.2.1.2 IUII Hand Pose Dataset

The described setup was used to capture and create the IUII Hand Pose
Dataset. This dataset consists of 10 different sequences. Each sequence
is captured in a different environment, at different times and by different
individuals in order to ensure high data variance. Also, each sequence con-
sists of a set of consecutive frames. Each frame contains a close-up hand
color image, the 2D annotation (in pixels) of the 20 joints provided by
the projection of the Leap Motion points to the camera coordinate frame,
and the corresponding 3D joint positions (in centimeters). The annotated
20 joints match the ends of the metacarpal, proximal, intermediate and
distal bones for each finger, as shown in Table 5.1. This hand joints rep-
resentation matches the one used by the Leap Motion sensor and other
commercial hand tracking devices.

In addition, we also provide training, test and validation splits. In
order to obtain these splits, we extracted three subsplits for each sequence
using a 50:25:25 ratio. Then, we merged the subsplits among sequences and
shuffled them. Finally, the training split is composed of 12, 504 samples,
and test and validation splits contains 6, 248 samples each.

The IUII Hand Pose Dataset is available for downloading on the project
repository 1.

5.2.2 Detecting Hand Location

The proposed hand detection module is based on the work originally
presented in [Ren et al., 2015]. We adopted the VGG-16 network [Si-
monyan and Zisserman, 2014b] pre-trained on the ImageNet dataset [Rus-
sakovsky et al., 2015] as the backbone network for feature extraction. In
addition, we modified the number of outputs in final layers, since we are
only interested in detecting hands. This architecture was chosen for its
high precision. Although this architecture features a reasonable high com-
putation cost, its accuracy makes it worth it.

The Faster R-CNN network was trained using different hands data-

1https://bitbucket.org/fgd5/robust-hand-pose-regression-using-deep-learning

https://bitbucket.org/fgd5/robust-hand-pose-regression-using-deep-learning
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sets. First, we used the dataset presented in [Mittal et al., 2011]. This
dataset contains hand images collected from various different public image
sources as listed in [Mittal et al., 2011]. We extended the number of train-
ing images up to 1000 by creating two additional sources of data. The first
additional set of images was acquired using our setup and then manually
annotated by users in our research group. The second subset of images was
created using Google Images. We used the keywords ’hands’ and ’close-up’
to download images containing close-up hands. Finally, we also manually
annotated those additional images.

The main reason to extend the initial dataset presented in [Mittal et al.,
2011] was the lack of images showing close-up hands, which is one of the
main scenarios that we are targeting for our hand pose estimator. Figure
5.4 shows the detected bounding box using the trained estimator before
and after extending the initial dataset and retraining the proposed network.
It can be seen how the bounding box prediction became more robust and
accurate after extending the training set with additional images containing
hand images from a close-up viewpoint.

Figure 5.4: the top row depicts the hand detector, which was trained using the
dataset proposed in [Mittal et al., 2011]. The bottom row shows our improved
version of the hand detector after extending the training dataset.
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5.2.3 2D Hand Pose Regression

The hand pose is computed by a modified version of a ResNet50. This
architecture currently is the state-of-the-art CNN on image recognition,
achieving a top-1 error (22.85) on the ImageNet validation split. This ar-
chitecture introduces the ’residual’ term, which consists on the aggregation
of the input image to the output image of a convolution block. As a result,
the output of a convolution block could be seen as the input image where
the features activated by the filters are highlighted. In contrast, the output
of a convolution layer in a default CNN is only the result of the neurons
activation. If a neuron is not triggered on a certain region of the input im-
age, the output remains with lower activation values. When the network
computes the weights update in the back-propagation stage, the values on
non-activated regions lead to a very low upgrades, eventually even provok-
ing no upgrade at all, which causes the learning to get stuck. This issue is
known as the vanishing gradient problem. The inclusion of the "residual"
term helps fighting the vanishing gradient problem and allows the design of
even deeper architectures. Currently, the best performer on several tasks
of the ImageNet challenge is based on the ’residual’ approach introduced
by ResNet. As aforementioned, this network achieves high accuracy while
maintaining the computation cost at bay so it was adopted in this system.

Our ResNet50 incarnation takes as input 224×224 pixels RGB images.
The number of neurons of the last fully connected layer was adjusted to
40, namely 20 joints composed by u and v values for each joint. Also the
default softmax activation function was removed.

This architecture was trained from scratch using the training split of
the IUII Hand Pose Dataset described in Subsection 5.2.2 First, hands
are extracted from each sample using the Faster R-CNN setup described
before. The annotations were remapped accordingly so they are normal-
ized in a range between 0 and 1. If no hand is detected on a certain
frame, that frame is skipped. Then, the hand pose regression network was
trained on the resultant dataset for 200 iterations reaching a training loss
of 0.0000607571 and a test loss of 0.00031547. The test loss was used as an
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early stopping criteria. The optimizer of choice was Adam with a learning
rate of 0.001 and the loss function was Mean Squared Error.

5.2.4 Experimentation

In this section, the experimentation setup is first described. Then, the
results for the proposed pipeline are presented.

The execution of the full pipeline runs at 23 frames per seconds, but it
is affordable to run at 30−35 frames per second with minor tweaks on the
code. For example, the hand detector takes 15 ms per frame on a NVIDIA
GTX 1080. In the current system, the hand detector is running for every
frame. Nonetheless, bounding boxes could be tracked along the sequence
with a naive motion estimation technique, so the hand position should be
only recomputed when the system detects large displacements.

As described earlier in Section 5.2.2, there are two trainable subsys-
tems in our pipeline. Both the hand detector and the hand pose estimator
were trained on our dataset, which is detailed in Section 5.2.1.2.

In order to validate our approach, the full pipeline was processed us-
ing the validation split, and achieved a validation mean absolute error of
0.06939 over the input hand image (224 × 224), which means an error of
roughly 10 pixels. In addition, we tested our proposal running live with
two different cameras (Logitech C920 and Microsoft LifeCam) throwing a
similar error.

Figure 5.5: Our proposed system is able to accurately estimate hand joints
positions on a variety of hand poses.

Figure 5.5 shows the system performance for several hand poses. Nonethe-
less, the approach tends to fail in some cases. For instance, when the hand
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stands on a sideways pose from the camera viewpoint, the hand is not
correctly detected. Moreover, in some cases the bounding box does not
contains the complete hand, but just the palm of the hand. Where either
of these cases occur, the joint estimation will likely fail, as it expects an
image of a complete hand. Furthermore, in some poses the hand is not
detected at all by the hand detector. Figure 5.6 illustrates some of these
failure cases.

In order to improve the detection, more samples on a variety of differ-
ent poses will be captured. Then, the system will be trained on these new
samples. This way, the hand detector will learn to generalize hand joints
positions and will perform better on different hand poses.

Figure 5.6: There are poses in which the system is prone to fail. In the left-
most image, the hand detector incorrectly returned a bounding box that does
not contain the complete hand. In the middle image, the bounding box is not
correctly computed, so the joint estimation will work on incorrect data, and fail.
In the left-most image, no hand is detected.

5.2.5 Conclusions

In this work we have presented a system for hand pose detection. The
system is able to identify hand joints in a RGB image. To do that, a deep
learning technique has been applied using as training data the output of a
commercial hand tracking sensor. Using that sensor and with a previous
calibration process, we are able to obtain the coordinates of the hand joints
in the image. We have used a CNN, more concretely a modified ResNet
architecture, which is able to accurately estimate hand joints coordinates.
Presented results validate the viability of the proposed method. Thus, we
have shown that using visual appearance features extracted by the CNN
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are beneficial for the estimation of hand joints. The proposed pipeline
could be used for different HCI applications like hand gesture recognition,
and interaction in virtual reality applications.

Though, there are some drawbacks which must be improved to be more
robust pipeline. In several hand postures, the system provides some errors
due to the hand tracking sensor that is used for ground truth annotation.
It is caused by its limited field of view. In addition, a tridimensional joint
estimation would be a more adequate representation of the hand pose for
many uses.

5.3 Large-scale Multiview 3D Hand Pose Dataset

As stated earlier in Section 5.2.5, estimating the hand pose in the
tridimensional coordinate frame could from RGB frames yield interesting
applications. For instance, the hands could be used in a natural fashion in a
virtual reality world without the need of wearing any devices. In addition,
it could also be used for rehabilitation therapies and for developing new
HCI systems.

To do so, a dataset of images of hands and their corresponding hand
poses must be obtained. Thus, this section presents a novel hand pose
dataset, which provides images of hands from multiple points of view.
The ground truth is composed of different kinds of data. For each image
the hand location is provided: its bounding box, the X and Y image
coordinates of each joint position of the hand, and the X, Y and Z real-
world coordinates of the position of each joint of the hand. The dataset
contains images of several individuals at different instants in time. There
are even samples captured under special conditions which will challenge the
generalization capabilities of the algorithms that use this dataset. Training
and test splits generation methodology is also proposed. We have named
this dataset Large-scale Multi-view Hand Pose Dataset (LSMVHPD).

5.3.1 Dataset Capture Setup

To generate accurate ground truth, an improvement of the capture
device introduced in Section 5.2.1 is proposed. This device consists of an
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aluminum structure with three articulated arms that holds a total of four
cameras, as shown in Figure 5.7. Three are Logitech C920 Pro cameras, and
the last one, in a zenithal position, is a Microsoft LifeCam Studio. These
cameras provide high quality images up to 1080p resolution, and although
this model comes with auto focus function, this feature was disabled as it
would affect the intrinsic camera parameters estimation. As the cameras
are calibrated, these parameters may not vary. The images were captured
at 640× 480 resolution.

The location of the cameras is as follows: one is located in the arm
located in the middle arm, facing downwards; two more are located in the
side arms with an orientation of 45 degrees; the last camera is located at
the base of the structure. Finally, there is a Leap Motion controller fixed
to the aluminum frame, in front of the cameras.

Figure 5.7: A custom structure was created in order to generate the dataset.
This device holds the color cameras and the Leap Motion controller, and allows
us to quickly and effortlessly generate large amounts of ground truth data.

The Leap Motion controller is a device that accurately captures the
pose of a person’s hands. It provides sub-millimeter hand tracking at
200Hz. This device supplies, among other data, the 3D position of the
joints of a hand. This information is obtained in order to automatically
annotate the position of the joints in the color images. The device is at-
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tached at the bottom of the structure, facing upwards. This configuration
creates an overlapping space that is captured by both the cameras and the
Leap Motion controller.

This device allows capturing an enormous amount of accurate, auto-
matically annotated ground truth with no effort.

5.3.2 Dataset Description

The proposed dataset is intended to be used for 3D and 2D hand pose
estimation and hand area location. The dataset is structured in various
sequences and each sequence is composed of a set of frames. A frame is a
collection of different kinds of ground truth data for a certain instant in
time.

The ground truth data provided includes:

• A set of 3D points of the joints in the hand as provided by the Leap
Motion, without further processing.

• Four sets of 2D points as the result of projecting the 3D points to
each color camera coordinate frame.

• Four sets of 3D points as the result of projecting the 3D points to
each color camera coordinate frame.

• Four bounding boxes computed from the projection of the 3D points
to each camera coordinate frame.

• Four color images of a hand as captured for each color camera.

• A full alternative augmentated set of frames (segmented hand poses
and random backgrounds).

Finally, it is worth noting that each sequence was captured in different
conditions to assure high variability. Subject, moment of the day and
speed of motion are some of the parameters we considered to achieve high
variability. Further details on generalization features are given in Section
5.3.3.
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5.3.2.1 3D Points of the Joints in a Hand in the Global Coor-
dinate Frame

For each frame a set of 3D point is provided. These 3D points corre-
spond to the joints in the hand as provided by the Leap Motion controller
with no further preprocessing. Table 5.1 shows a list of each point and its
semantic correspondence. In Figure 5.8, the different points are marked
on a real hand.

We provide a 3D point for each knuckle in a finger, plus the fingertips.
Additionally, we also provide the palm position and the normal of the
palm.

5.3.2.2 3D and 2D Points of the Joints of a Hand in the Camera
Coordinate Frame

Besides the 3D points of the joints in a hand as provided by the Leap
Motion, we also provide the 2D correspondences and the 3D space repro-
jection for each color image. In order to be able to automatically annotate
images from a color camera using the Leap Motion controller, we had to
calibrate both devices, estimating the extrinsic parameters between their
coordinate frames.

The calibration process required to project the points provided by the
Leap Motion to each camera’s coordinate frames is as explained in Section
5.2.1.1.

As the calibration parameters are unique for each camera, we applied
this method to the four cameras of the capture device. Once the pose of
each camera was computed, the Leap Motion points we projected onto the
image plane and the 3D coordinate frame of each camera. Thus, four sets
of 2D and 3D points are generated for each frame.

5.3.2.3 2D Bounding Box of a Hand

Finally, we also provide the exact location of the hand in the scene
for each sample by its bounding box. The bounding box is computed by
taking the projection of the 3D points to the camera coordinate frame
and then extracting the maximum and minimum values for the X and Y
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Figure 5.8: Once the devices are calibrated and the transformation matrix
computed, new examples can be annotated in an automatic fashion in order to
generate reliable ground truth.

coordinates. Then, the width and length of the bounding boxes are slightly
enlarged by a dynamic offset, which depends on the depth of the hand to
each camera. This offset is f × p

C
. f is equal to the focal length in pixels.

C is the depth of the hand. p = 12.68 which is the result of empirically
setting 20 pixels of offset for a hand placed at 390mm from the sensors.
This way, the bounding box offset increases as the hand gets closer to the
sensor.

Finally it is worth noting that the dataset provides 4 different bounding
boxes, one per color image.

5.3.2.4 Color Images of a Hand

The proposed dataset is intended to be used, but not exclusively, by
deep learning models. These methods would take images of hands as in-
put hopefully producing accurate pose estimations. Having said that, the
quality of the images is a key factor in order to make these systems work.

It is well known that images captured by a sensor reflect a slightly de-
formed version of the real scenario. Some of the more notorious deforma-
tions are caused by the camera’s lens curvature (i.e. radial and tangential
lens distortion). To deal with this problem, and to provide the best ground
truth possible, an undistortioning process was carried out for each image
as described in [Weng et al., 1992]. No further preprocessing was applied
to the images.
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As stated before, the dataset provides four color images for each frame.
These four images picture a hand in the same time instant but from dif-
ferent perspectives.

5.3.2.5 Augmentated Set

In addition to the dataset, an alternative set which comprises some of
the hand poses with different random backgrounds is also included in the
dataset.

To create this augmented subset, first we took the color frames and
segmented the hand from the background from all the dataset. To do so,
we used the HandSegNet[Zimmermann and Brox, 2017] approach. This
deep learning-based architecture is able to perform pixel-wise labeling and
was trained to state whether a pixel is part of a hand or not. All the
images were forwarded through this network, thus achieving the hand seg-
mentation.

Figure 5.9: Some samples extracted from the additional augmented subset.

As expected, the segmentation was not perfect as it tends to remove
some parts of the fingers. To improve the segmentation of the fingers, we
used the ground truth 2D positions of the joints to create a segmentation
mask by creating links between them. The thickness of these links is a
factor of the depth, with a manually chosen seed for each individual. By
adding both segmentation masks, the one achieved with the HandSegNet,
and the one achieved by linking the 2D joints, a robust segmentation of
the hand is finally achieved.

The next step is to isolate the hands and blend them on random back-
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grounds. The background images are composed of 20 different indoor
landscapes extracted from a free stock photo database.

Finally, the augmented samples were manually reviewed in order to
remove those sequences which do not provided a high quality segmentation.

This augmented subset is provided in order to improve the generaliza-
tion capabilities of the algorithms trained on this dataset.

Figure 5.9 depicts some of these augmented samples.

5.3.3 Variability and Generalization Features

As previously mentioned, this dataset for pose estimation was com-
posed to provide accurate ground truth with high variability data. To
ensure this, the creation of the dataset involved 9 different individuals
recorded at different moments. The motion of the hand was spontaneous
and unrestricted, with no plan at all. Therefore, a large variety of com-
binations are covered, in contrast to gesture-based dataset in which some
fixed poses are considered. In addition, some sequences were carried out
under special conditions: there are two sequences in which the subject
wore different gloves, and a sequence in which the subject wore a mask.
Finally, it is worth to remark that all the subjects were right-handed.
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Figure 5.10: This plot depicts the data distribution. Note that there are no
distinguishable clusters in the distribution, thus ensuring the high variability of
the samples. Colors are randomly applied for easy visualization.
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In total, we provide over 20500 different frames distributed in 21 se-
quences. For each frame, 4 color images and 13 different annotations were
provided, so over 82000 color images and over 266500 annotations are pro-
vided. Figure 5.11 shows some examples present in the dataset. Figure 5.10
depicts the data distribution. Each sample is composed by concatenating
the x, y and z coordinates of its keypoints. Then, a -Distributed Stochas-
tic Neighbor Embedding (t-SNE) dimensionality reduction algorithm is
applied. Each point of the plot portrays a sample of the dataset. The
emergence of clusters would mean that there are several poses that are
covered whilst some other poses are not. As shown, there are no distin-
guishable clusters in the distribution, thus ensuring the high variability of
the samples.

User Sequences User Sequences
1 1, 2, 4 (mask), 7, 6 14, 15

12 (white glove), 13
(back glove)

2 3 7 16, 17, 18
3 5, 6 8 19
4 8, 9 9 20, 21
5 10, 11

Table 5.2: Performers of each sequence and additional features.

To generate the training and test splits, we propose a leaving-one-user-
methodology. To benchmark a system with this dataset, a leaving-one-
user-out cross-validation is proposed. Each sequence features a user, but
a user could appear in many sequences. Since the dataset is structured
by sequences, the mapping between users and sequences is as shown in
Table 5.2.

5.3.4 Ground Truth Evaluation

In order to provide a ground truth evaluation metric, 436 random sam-
ples were manually annotated by two different individuals. These manual
annotations include 2D positions of each joint. Then we calculate the mean
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Figure 5.11: Some images extracted from the proposed dataset. Notice the high
variability of the samples.

distance per joint by computing the euclidean distance for each manual and
automatic keypoint annotations. Then, the distances were averaged, pro-
ducing a mean distance error or 7.71 pixels, which is 0.01204 error with
respect to the image width. Figure 5.12 depicts percentage of keypoints
which euclidean distance is below a certain threshold. Furthermore, more
than 90% of the keypoints yield a distance below 15 pixels.
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Figure 5.12: The leftmost plot depicts the percentage of keypoints which eu-
clidean distance is below a certain threshold. Note that more than 90% of the
automatically annotated keypoints yield a distance below 15 pixels with respect to
the manually annotated keypoints. The rightmost images shows random images
with their automatic annotations (green) and the manual annotations (blue).
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5.3.5 Conclusions

Hand detection in both, 2D and 3D, is a challenging problem due to
the lack of large scale datasets. Thus, in this Section, a novel multiview
hand pose dataset is introduced. It features over 20, 500 annotated color
images of hands. The annotations include, besides several images taken
from different perspectives, the bounding box and the 2D and 3D position
of each joint in the hand. Furthermore, we introduce a simple yet accurate
architecture for real-time 2D hand pose estimation to be used as a base-
line. This dataset could serve as a benchmark for future works on hand
detection. The dataset is available for downloading in 2.

5.4 3D Hand Pose Regression Using CNNs

Estimating the pose of an object or a human being is a highly chal-
lenging problem in Computer Vision. It is relevant for many robotics
applications, ranging from robot teleoperation, HRI, dexterous manipula-
tion, navigation, etc. Besides, it is also relevant for other problems, such
as activity recognition, HCI, VR, Augmented Reality (AR) and others. In
the last decade, many works have addressed this problem, yet none of them
solved it successfully from a computer vision perspective. In addition, es-
timating the pose of an object with multiple degrees of freedom, such as a
human hand, presents several challenging issues that remain unsolved. In
particular, dealing with the hand pose estimation problem adds additional
complexities such as self-similarity and self-occlusion. The problem is even
more difficult when dealing with hand-object interactions.

In this Section, we present a novel approach for real-time and accu-
rate 3D hand pose estimation using a monocular RGB camera. It is a
deep learning-based system capable of learning to accurately localize and
estimate 3D hand poses. First, a Region Convolutional Neural Network
(R-CNN) is used to detect the hands in the input image. Then, the patch
of the hand is forwarded to another CNN which is able to perform the

2http://www.rovit.ua.es/dataset/mhpdataset/
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Figure 5.13: Pipeline overview: HandLocNet predicts the hand location. Then,
the cropped hand image is forwarded to HandPoseNet, which performs the re-
gression of the x,y,z positions for each hand joint. Additionally, it also infers the
hand’s orientation. The full pipeline is trained using our novel LSMVHPD

regression of the 3D position of the joints in the hand. Both networks
are intelligent systems that are trained on our custom dataset, which is
introduced in Section 5.3. We demonstrate and validate the reliability
and accuracy of the proposal on various public datasets. In addition, we
propose the utilization of our intelligent system to control a robotic hand.

5.4.1 3D Hand Pose Regression

The main goal of this work is to perform 3D hand pose estimation using
a single color camera. We used consumer web cameras, all providing images
of 640x480 pixels at 30Hz. Our pipeline is mainly formed by two different
CNNs. The first one, which we call HandLocNet, is trained to predict hand
localization. The task this network carries out is the same as explained in
Section 5.2, but in this case is based on YOLO v3[Redmon and Farhadi,
2017]. The version introduced here is more robust and accurate, and less
computationally demanding. It provides an accurate cropped hand image
that is used as an input for the second stage of the pipeline. Then, the
second CNN, which we call HandPoseNet, performs 3D joint regression,
inferring normalized 3D joint coordinates from the cropped RGB image.
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Both networks were trained using our novel LSMVHPD dataset containing
real data from multiple viewpoints as described in Section 5.3. Figure 5.13
shows an overview of the proposed pipeline.

5.4.1.1 Hand model representation

The hand model is represented by two main components. First, we de-
fine the hand pose using the 3D coordinates of its joints J . We define each
joint position, ji = (xi, yi, zi), for each hand part (metacarpal, proximal,
intermediate and distal) of each finger (thumb, index, middle, ring and
pinky). As in other works [Sridhar et al., 2015, Zimmermann and Brox,
2017, Qian et al., 2014], we used a total of 21 joints (J = 21). Moreover,
to disambiguate hand orientation we also considered the orientation of the
hand relative to the camera viewpoint. Thus, our representation is com-
posed of 21 3D keypoints and an orientation vector (αx, αy, αz), as shown
in Figure 5.14.

Ye = Pp − Pim (5.1a)

Xe = Ze× Ye (5.1b)

Rnorm = [Xe, Ye, Ze] (5.1c)

tnorm = −RT
norm ∗ Pp (5.1d)

Tnorm = [R|tnorm] (5.1e)

Generally, 3D hand joint positions provided in existing datasets are
given in global coordinates. This not only represents the hand pose but
also the global position of the hand. In this way, two images are likely to
be found on the dataset showing the same pose but which are translated
with respect to each other. As our approach works on the hand cropped
image, this could represent the very same pose, but ground truth data is
different. Since the aim of this approach is to first infer the local hand
pose, we applied a normalization process to the input data.



108 5.4. 3D Hand Pose Regression Using CNNs

Figure 5.14: Our hand representation model consist of 21 keypoints correspond-
ing to the joints of each finger and the hand orientation relative to the camera
viewpoint (αx, αy, αz).

The normalization process consists on the creation of a hand local co-
ordinate frame (root joint), so hand joints are transformed to the new
coordinate frame, achieving translation and rotation invariance (see Equa-
tions 5.1). The new local coordinate frame is constructed by taking the
normal vector of the hand (Ze) and the vector (Ye) going from the palm
center (Pp) to the proximal knuckle of the index finger (Pim). Then, ap-
plying cross product we obtain (Xe). These three vectors represent an
orthonormal system whose origin is located in the center of the palm (we
used the center of the palm as the origin of the local coordinate frame
since it is a stable keypoint). Then, we construct a transformation matrix
(Tnorm) from global to local coordinates using the computed rotation ma-
trix (Rnorm) and translation vector tnorm. Formally, we will refer to the
normalized 3D joints as jnorm

i ∈ R3n.

Figure 5.15 shows the representation of two dataset samples before and
after the normalization process.
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(a) (b)

(c) (d)

Figure 5.15: Normalization process for two similar hand poses (a,b,c). After
the normalization, the 3D joint positions on their local coordinates are almost
identical (d).

5.4.1.2 HandLocNet: Hand Localization Network

The proposed hand localization network (HandLocNet) is based on the
work originally presented in [Redmon and Farhadi, 2017]. In contrast to
other related works that tackle this problem using segmentation [Mueller
et al., 2017] and encoder-decoder (probability heatmap) networks [Zim-
mermann and Brox, 2017], we cast this problem as an object localiza-
tion (box prediction) task [Ren et al., 2015, Redmon and Farhadi, 2017].
Our HandLocNet is a shallower version of the network from [Redmon and
Farhadi, 2017], achieving a good balance between runtime and accuracy.
The proposed hand detector is able to localize hands in challenging sce-
narios: clutter, occlusions, novel viewpoints, skin color, object-interaction,
etc. We trained HandLocNet using the LSMVHPD dataset introduced in
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5.3. We used pre-trained weights from the PASCAL VOC dataset [Ever-
ingham et al., 2015]. HandLocNet predicts the hand location and a confi-
dence score σ, and so predictions with a low confidence score are discarded.
We empirically set σ = 0.85. It is worth noting that HandLocNet is able
to accurately detect hands even when they are holding or manipulating
objects, as shown in Figure 5.16.

Figure 5.16: HandLocNet is able to accurately detect hands even when objects
are being manipulated

It is worth noting that HandLocNet, which is based in YOLO, carries
out the same goal that the network described in Section 5.2.2. Nonetheless,
the version described in Section 5.2.2 is based on Faster R-CNN, which is
more computationally exhaustive and, thus, slower on runtime.

5.4.1.3 HandPoseNet: 3D Hand Pose Estimation Network

In our approach, we cast the 3D hand pose estimation problem as a
regression task. The proposed HandPoseNet architecture takes as an input
RGB images of 224×224 pixels. The cropped hand image predicted is then
resized and passed as input data. The hand pose is estimated by Hand-
PoseNet. This architecture is derived from ResNet50 [He et al., 2015a],
and has been modified to regress normalized 3D hand joints jnorm

i given
the detected hand subimage. Our normalized representation (palm-relative
positions) renders the regression of hand 3D joints invariant to translation
and rotation. We tested direct regression but, given the complexity of the
problem, we found that the network was overfitting to the training data.
The number of neurons for the last fully connected layer is modified to
estimate hand joints, each of them formed by its x, y and z coordinates.
Additionally, the network estimates the hand orientation, αx, αy and αz.
In total, there are 20 joints in a hand plus the orientation of the palm, so
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the network produces 63 continuous values. HandPoseNet is trained using
the new LSMVHPD dataset presented in Section 5.3.

5.4.2 Evaluation and results

The subsequent sections describe in more detail the experiments we
performed to validate our approach. We also present details of the train-
ing procedure. As previously stated, our pipeline is composed of two
main trainable parts. First, HandLocNet computes the localization of
the hand (bounding box) and then, HandPoseNet performs 3D joint re-
gression. Both systems were trained on the new LSMVHPD dataset as
previously mentioned.

In addition to evaluating our approach on the LSMVHPD dataset, we
have also evaluated it on the following public datasets: Stereo Hand Pose
Tracking Benchmark, Rendered Hand Pose Dataset

5.4.2.1 Network training and inference runtime

The HandLocNet (hand location) model was pre-trained using the PAS-
CAL VOC dataset [Everingham et al., 2015] and then fine-tuned using
the LSMVHPD dataset. We used the loss function defined in [Redmon
and Farhadi, 2017]. The HandPoseNet (3D joint regression) is derived
from the ResNet50 architecture. It is trained using the proposed dataset,
but original ResNet50 layers were initialized with the weights from the
trained ImageNet model. Other layers weights were randomly initialized.
HandPoseNet uses a single squared error loss term, which is suitable for
regression problems. Specifically, we have used the mean square error of
all components of our hand model. We used the Adam optimizer during
the training procedure.

The systems runs live at 35 frames per second. The whole pipeline
leverages GPU processing power, being fully implemented on the GPU.
The proposed system has been tested on a NVIDIA GTX 1080Ti. Hand-
PoseNet (3D joint regression) takes on average 17.6 milliseconds and the
HandLocNet (hand localization) takes on average 10.1 milliseconds.
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5.4.2.2 Results on the Large-scale Multi-view Hand Pose dataset

In this experiment, both CNNs were trained on the LSMVHPD dataset,
which is described in Section 5.3. The dataset was split in training and
test sets (80% and 20% ratio, respectively). HandLocNet was trained using
ground truth bounding boxes. It achieves a 0.89 Intersection over Union
score on the test set, providing accurate predictions for hand localization.

HandPoseNet was trained on the preprocessed version of the ground
truth data (normalization), as explained in Section 5.4.1.1. The regression
error was computed by comparing the ground truth joint positions with the
network output using a mean squared error term. Finally, the computed
errors for the estimated hand joints are aggregated and averaged.
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Figure 5.17: Results for 3D joint regression on the test set of the LSMVHPD
dataset. It shows the Percentage of Correct Keypoints (PCK) over the corre-
sponding thresholds in millimeters.

This experiment produced a mean error of 4.1556 millimeters on the
test set, proving its high accuracy. In fact, 74.80% of the test samples
yield a mean error under 5 millimeters. Moreover, as in [Zimmermann
and Brox, 2017], we report the area under the curve on the Percentage of
Correct Keypoints (PCK), Figure 5.17.

As shown in Figure 5.18, the system is able to accurately infer the
3D hand joints and the orientation of the hand relative to the camera
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Figure 5.18: From left to right: cropped hand image, ground truth and pre-
dicted 3D joint positions using our approach (ground truth is shown in red whilst
inferred positions are depicted in green), regressed hand pose (rigged hand model).

viewpoint. Apart from the samples that yield high error due to sensor
problems such as blurry images, there are other factors that harm the
accuracy of the system. It still can be observed that eventualities such as
self-occlusions or lack of examples of certain poses negatively impact on
the accuracy of the predictions.

5.4.2.3 Results on the Stereo Hand Pose Tracking Benchmark
and Rendered Hand Pose Dataset

In this experiment, we trained the proposed HandPoseNet network on
the Stereo Hand Pose Tracking Benchmark and the Rendered Hand Pose
Dataset, mirroring the experiments presented in [Zimmermann and Brox,
2017]. In this case, the 3D information was normalized following the pro-
cedure shown in Section 5.4.1.1. The error was computed in the same way
explained earlier in Section 5.4.2.2.

Figure 5.20 depicts estimated hand poses and their ground truth anno-
tations for some samples in the dataset. As shown in Figure 5.20, ground
truth and inferred hand poses almost fully overlap due to the high accuracy
of the approach. Evaluating our approach on the test split we obtained an
error of 4.14038 millimeters. In fact, 76.67% of the test samples yield a
mean error below 5 millimeters. Figure 5.19 shows the accuracy of the sys-
tem depending on the error threshold. In this figure, as in [Zimmermann
and Brox, 2017], we plot the area under the curve on the Percentage of
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Figure 5.19: 3D joint regression results on the test split of the Stereo Hand Pose
Tracking Benchmark. It shows the percentage of correct keypoints (PCK) over
the corresponding thresholds in millimeters.

Figure 5.20: From left to right: cropped hand image, ground truth and pre-
dicted 3D joint positions using our approach (ground truth is shown in red whilst
inferred positions are depicted in green), regressed hand pose (rigged hand model).
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Correct Keypoints (PCK). This experiment allows a straightforward com-
parison with [Zimmermann and Brox, 2017], which is one of the main works
in the state of the art about the hand pose estimation matter. In that work,
the authors performed a similar experiment with the same public datasets.
As stated in their work, they achieved < 0.9 PCK for a 21 millimeters
threshold. Under the same circumstances, our approach achieves 0.9985
PCK. Moreover, our approach achieves 0.9 PCK between 5 and 10 mil-
limeters thresholds. We cannot further compare both methods on lower
thresholds as the authors only reported results from 20 millimeters error
onwards.

5.4.2.4 Comparison with the state of the art methods

We compare our results with two of the best performers in the state
of the art for hand pose estimation. These methods are [Zhang et al.,
2016](ICPPSO) and [Zimmermann and Brox, 2017] as mentioned before.
As the Sections 5.4.2.2 and 5.4.2.3 stated, our method outperforms them
both in terms of accuracy. Nonetheless, our method shows additional
advantages. For instance, ICPPSO is based on stereo methods. It means
that in order to create a good tridimensional representation, the stereo
setup must undergo a complex calibration step. Nonetheless, our approach
uses a single color image as an input that does not require a special setup
or calibration. In addition, it is known that the stereo matching methods
do not perform well on low texture scenarios. Finally, ICPPSO requires
a training stage to learn the color skin tones and background textures to
perform robustly. Due to this, it is expected an accuracy drop when fed
with unknown scenarios. However, our HandLocNet is trained on real data
and is able to generalize to unknown scenarios.

Regarding [Zimmermann and Brox, 2017], it is based on an ensemble
of three independent different networks that requires a complex training
process. On the contrary, our method relies on a two step ensemble that
is trained with no special considerations and follows solid and tested ap-
proaches such a region detection and regression. In addition, their seg-
mentation network follows a pixel-wise classification approach which tends
to be more error prone than a region detection method. Furthermore, this
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part of the ensemble is trained on synthetic data which limits the perfor-
mance on real data. However, out system is fully trained on real data that
is able to perform robustly in unknown scenarios.

5.4.3 Robot Hand Teleoperation

In the last years, robotics AI has drastically changed enabling more
complex behaviors and allowing them to perform tasks that were not pos-
sible before, such as 3D object recognition, 3D pose estimation, incremental
learning, automatic localization and planning, and so on. However, we are
still far from robots that are fully autonomous, and able to carry out any
kind of tasks, like a human being. That being said, robot teleoperation
is still a useful application that allows using robots to explore areas that
may be dangerous for the human being, such as operating in industrial
environments, or exploring a nuclear plant that has suffered an accident.
Besides, it is common for humans to carry out fine actions like to tie a knot,
inserting a pin in a hole or to use a hand tool (fine motor skills). They
may seem like simple tasks, but are really complex and involve extremely
fine finger and hand motions. Human hands are excellent at those tasks.

Most of the previous approaches for precise robot hand teleoperation
require using intrusive gloves, such as [Fang et al., 2017, Park et al., 2017].
Using an electronic glove has many potential problems, electro-magnetic
interference, requires specific hardware, high cost, etc. Recently, some
works have used RGB-D cameras, such as the Microsoft Kinect, for per-
forming gesture recognition and hand tracking. 3D hand information pro-
vided from the range sensor is used to teleoperate a robot arm/hand in a
coarse way, being limited to perform simple pick-and-place tasks [Du and
Zhang, 2014].

Human robot interaction and robot teleoperation needs to be simple,
natural and affordable, which is the reason why we proposed a natural
way of interaction by replicating hand movements in front of a consumer
webcam. The purpose of this research is to develop a robot hand system
which is controlled with precise human hand motions, developing a tele-
operation system where the robot hand replicates human hand motions.
As an example application, we used the proposed system for controlling a
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simulated humanoid robot hand (AR-10). Output 3D hand poses are used
to replicate human hand motion in the RViz visualizer (ROS), so we gen-
erate a real-time simulation using a robot hand. The same system can be
used to teleoperate other existing robotic hands, such as the ShadowHand
[Company, 2018]. Figure 5.21 shows the replicated hand poses performed
by a human in front of a regular webcam. It can be appreciated that the
simulated robot hand is able to accurately replicate the human hand pose.

5.4.4 Conclusions

In this work, we have presented an approach for 3D hand pose esti-
mation using a single RGB camera. This approach is able to accurately
predict the 3D position of each joint in a hand, thus, retrieving a 3D hand
pose relative to the camera viewpoint. Our method takes advantage of two
CNNs to detect and regress, in real-time, the 3D joint positions of a hand.
We present quantitative and qualitative experimentation on public data-
sets to validate the accuracy of our approach. Furthermore, comparison
with other methods show that our method achieves higher accuracy than
the state-of-the-art system presented in [Zimmermann and Brox, 2017].
We can also conclude that the presented system is able to achieve very
similar performance than a Leap Motion device but using just a single,
low-cost, color camera.

Finally, we qualitatively evaluated the accuracy of the proposed method
on a robotics application: robot teleoperation system where the humanoid
robot hand replicates human hand fine movements.

We illustrated the applicability of our method within a teleoperation
of robotic hands context, but the ability to estimate the tridimensional
pose of the hand from a single RGB image has a range of purposes. For
instance, our system could be used as a prior step to perform sign language
recognition. Our proposal could also enable new gesture-based human user
interfaces to control computers, robots and other devices. It is also relevant
in the virtual reality context as the users could use their hand in a natural
fashion to interact with the elements within the virtual world.

It is worth noting, that our proposal would enable all these applications
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Figure 5.21: Simulation of an AR-10 and a Shandow Hand humanoid robot
hands being teleoperated using our system (Human hand pose replication).
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with no investment at all as it only requires a regular color camera. In ad-
dition, as it is non-invasive, it will not limit the user movements and will
not decrease the immersion sensation of the user when applied to virtual
reality.

Despite the accuracy of the proposal, our system suffers from a minor
jittering when the results are rendered over time. This effect arises when
we predict the 3D pose of the hand of two subsequent frames. Due to the
error of the predictions, which are frame-wise, the hand poses are not fully
consequent over time, thus leading to a noticeable jittering effect. Another
weakness of our hand pose estimation proposal is that it relies on two
different deep learning-based architectures. Despite running in a real-time
fashion, the ensemble is somewhat inefficient.





Chapter 6

Conclusions

The conclusion to this work is given in this Chapter. In Section
6.1 the general conclusion are drawn. The main contributions of
this thesis are listed in Section 6.2. The publications that emerged
from this thesis are also listed in Section 6.3. Finally, in Section
6.4, the future research lines are pointed out.

6.1 Conclusions

In this thesis, different 3D object recognition methods based on DL
have been developed. First, PointNet achieved state of the art accuracy
by the time it was proposed on the ModelNet-10 challenge, with a 77.64%
accuracy. It was accurate, efficient and provided a novel 3D convolution-
based architecture. Nonetheless, it was intended to be fed with full rep-
resentations of the objects. This case is unlikely to be obtained by real
sensors, as they only are able to capture a partial view of the object. With
this issue in mind, it is proposed Par3dNet. This architecture is based on
the same idea of PointNet but was able to take partial views of the objects
as an input. This architecture was accurate and efficient and solved the
limitation that PointNet had. It is also worth noting that Par3dNet per-
formed accurately with data provided by a Kinect 3D sensor despite being
trained on synthetic data. Finally, PointRgbNet joins the idea of Par3dNet
and traditional CNNs to successfully involve 3D and color information in
the same DL pipeline. The architecture was able to detect urban objects
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using actual intelligent car hardware. Furthermore, it was also able to
reject false positives on billboards, displays, adverts and other ambiguous
urban objects up to a level.

Regarding LonchaNet, and the slice-based representation approaches,
we are not further delving in this representation in spite of being one of
the most accurate approaches by the time it was proposed. However, it
is inefficient as to increase the accuracy, more CNNs should be added to
the model. In addition, it is also unsuitable for real life data as its main
advantage is that the slices are able to capture the inner structure of the
objects. However, in the data provided by actual sensors, this kind of
structure is not represented.

It is worth noting that the mentioned proposals are able to take point
clouds as an input, which is one of the most notorious representation for
3D data, and the representation of choice for the majority of the tridimen-
sional sensors.

Regarding the hand pose estimation topic, it is proposed a 2D and a
3D method that take as an input a color image and provide the position
of the joints in a hand either on the image plane or in the 3D world coor-
dinate frame. This representation is able to capture the unique features of
each hand such as the correct bone lengths, whilst being natural and easy
to work with. The 3D model was trained on a custom dataset that was
captured on a hardware platform. We also provide the methodology we
followed to easily generate accurate ground truth on the mentioned plat-
form. We successfully evaluated our methods with different datasets and
outperformed state of the art methods up to the moment the research was
carried out. The 3D method was integrated with a robot hand teleopera-
tion, which remarked the accuracy of the approach.

6.2 Contributions of the Thesis

The contributions made in this thesis are as follows:

• PointNet, LonchaNet, Par3DNet, PointRgbNet and derived archi-
tectures for 3D object recognition from point clouds representing the



Chapter 6. Conclusions 123

whole object, point clouds representing partial views, and Lidar data.

• A large-scale multiview hand pose dataset with different kinds of
data and annotations.

• A 2D and a 3D hand pose estimation, which was applied to robotic
hand teleoperation.

6.3 Published work supporting this thesis

During this work, 17 works have been published in high impact jour-
nals, rated by the Journal Citation Reports (JCR). In addition, 26 contri-
butions have been presented at international conferences.

Specifically, the following articles were published as a result of the
research carried out during this thesis.

Published articles in scientific journals:

• F. Gomez-Donoso and F. Escalona and M. Cazorla. “Par3DNet:
Using 3DCNNs for Object Recognition on Tridimensional Partial
Views”. Applied Sciences, Volume 10, 2020, Q2 2.287. (Chapter
3.4) [Gomez-Donoso et al., 2020].

• F. Gomez-Donoso, S. Orts-Escolano and M. Cazorla. "Large-scale
multiview 3D hand pose dataset". Image and Vision Computing,
Volume 81, 2019, Pages 25-33, Q1 2.747. (Chapter 5.3) [Gomez-
Donoso et al., 2019c].

• F. Gomez-Donoso, S. Orts-Escolano and M. Cazorla. "Accurate and
Efficient 3D Hand Pose Regression using a Monocular RGB Cam-
era for Robot Hand Teleoperation". Expert Systems with Applica-
tions, Volume 136, 2019, Pages 327-337, ISSN 0957-4174, Q1 4.292.
(Chapter 5.4) [Gomez-Donoso et al., 2019b].

International conferences:

• A. Garcia-Garcia, F. Gomez-Donoso, J. Garcia-Rodriguez, S. Orts-
Escolano, M. Cazorla and J. Azorin-Lopez. "PointNet: A 3D Con-
volutional Neural Network for real-time object class recognition".
IJCNN 2016, SJR 0.286. (Chapter 3.3) [Garcia-Garcia et al., 2016].
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• F. Gomez-Donoso, A. Garcia-Garcia, J. Garcia-Rodriguez, S. Orts-
Escolano and M. Cazorla ."LonchaNet: A sliced-based CNN architec-
ture for real-time 3D object recognition". IJCNN 2017, SJR 0.286.
(Chapter 4.3) [Gomez-Donoso et al., 2017a].

• F. Gomez-Donoso, S. Orts-Escolano and Miguel Cazorla. "Robust
Hand Pose Regression Using Convolutional Neural Networks". ROBOT
2018. (Chapter 5.3) [Gomez-Donoso et al., 2018].

• F. Gomez-Donoso, E. Cruz, S. Worrall, M. Cazorla and E. Nebot.
"PointRgbNet: A hybrid 2D/3D CNN for urban object recognition".
(Chapter 3.5) (pending submission)

• F. Gomez-Donoso, E. Cruz, S. Worrall, M. Cazorla and E. Nebot.
"Using a 3D CNN for Rejecting False Positives on Pedestrian Detec-
tion". IJCNN 2020, SJR 0.286. (Chapter 3.5)

Other works in which a major contribution has been made during the
development of this thesis, but are not about its main topics, are:

Azuar, D., Gallud, G., Escalona, F., Gomez-Donoso, F., and Cazorla, M.
(2020). A story-telling social robot with emotion recognition capabilities
for the intellectually challenged. In Silva, M. F., Luís Lima, J., Reis,
L. P., Sanfeliu, A., and Tardioli, D., editors, Robot 2019: Fourth Iberian
Robotics Conference, pages 599–609, Cham. Springer International Pub-
lishing.
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6.4 Future Work

Following on the pure 3D object recognition part, we plan to involve
noisy data at training time to further improve the accuracy and robust-
ness of the system. We also plan to include more categories and samples
by merging different datasets. In addition, we are also after gathering, and
potentially recording, a proper dataset of segmented 3D objects provided
by real sensors. We will also append a pose estimation system to the net-
work, so that the architecture is able to provide not only the classification
of the input point cloud, but the position and orientation of the objects
in the camera’s coordinate frame too. Finally, we also plan to develop a
method to automatically segment the object from the background, as this
is being done manually or by another approach so far.

We also plan to apply data augmentation to the PointRgbNet architec-
ture. In addition, a new kind of lidar is also planned to be appended to
the intelligent vehicle. This new sensor is able to focus on a specific part
of the scene in order to retrieve more resolution and denser point clouds.
Both improvements would eventually lead to an accuracy increase.

Following on the hand pose estimation task, we plan to extend our
method to smooth the results over time and propose and end to end ap-
proach. To do so, we intend to use recurrent units inside HandPoseNet.
The recurrent units are able to take sequences as input and learn tempo-
ral patterns. We hope that this approach could help fighting against the
jittering effect. In addition, a post process will be also considered to filter
and smooth the predictions. In addition, we also plan to join HandLoc-
Net and HandPoseNet in one architecture. This would hopefully enable
a simpler training procedure and a faster inference step. To top that, as
the proposed methodology to create the dataset allow an easy and fast
capture of new ground truth, we also plan to extend the dataset by involv-
ing more individuals and different backgrounds. This would improve the
generalization capabilities of both HandLocNet and HandPoseNet models.
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Appendix A

Introducción

El primer capítulo presenta el tema principal de la tesis. Está or-
ganizado de la siguiente manera: la Sección A.1 establece el marco
para el desarrollo de la actividad investigadora de esta tesis e intro-
duce la motivación. Después, la Sección A.2 muestra las diferentes
herramientas usadas durante el desarrollo de la tesis. En la Sección
A.3 se presentan las aportaciones y los objetivos. Por último, la
Sección A.4 muestra la estructura del documento.

A.1 Introducción

En este documento se discuten dos temas principales. Por un lado, se
cubre el reconocimiento de objetos en nubes de puntos. Por otro lado, la
estimación de poses de manos a partir de imágenes de color también es
discutida.

Los métodos de reconocimiento de objetos tridimensionales están en-
focados en clasificar objetos que existen en el mundo 3D. Por ejemplo, los
modelos diseñados por ordenador (CAD) que están compuestos de nodos
y aristas, o las nubes de puntos que están compuestas por una colección
de puntos. La capacidad de tomar estas representaciones acarrea una se-
rie de ventajas puesto que el aprendizaje se hace teniendo en cuenta las
características topológicas de los datos.

Casi todas las aproximaciones que son mencionadas o propuestas en
este documento están basadas en deep learning. Esto es porque este tipo de
sistemas han superado la precisión de un humano en tareas de clasificación.
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También son mejores que los sistemas que eran estado del arte hasta la
explosión de estos métodos con mucha diferencia, por ejemplo, en tareas
de localización de objetos o segmentación de imágenes.

Sin embargo, estos sistemas suelen usar datos 2D, es decir, imágenes.
Así pues, los métodos de deep learning aplicados a imágenes se basan en
el aprendizaje de características visuales. Esto acarrea un problema inher-
ente a los datos 2D. Este problema es que estos sistemas van a cometer
errores cuando encuentren objetos que se parecen a otros objetos, pero no
son ese objeto al que se parecen en realidad. Por ejemplo, una foto de
una persona sería detectado como una persona de verdad, o una imagen
de un coche en una TV sería detectado como un coche de verdad. Sin em-
bargo, los objetos son una foto y una TV en realidad. Las aproximaciones
basadas en información 2D detectan características visuales provocando,
eventualmente, este tipo de errores.

Vale la pena mencionar que este problema no merma la utilidad de
los métodos basados en 2D. Existen multitud de aplicaciones donde este
tipo de métodos son adecuados. Sin embargo, hay muchas otras donde no
sería posible aplicarlas. Por ejemplo en sistemas de transporte inteligente
o vehículos autónomos. La detección de objetos es crítica en estos sis-
temas puesto que el entorno urbano está plagado de los casos comentados
anteriormente que harían fallar a un sistema 2D. Por ejemplo, en el en-
torno urbano podemos encontrar vallas publicitarias, carteles o pantallas
inteligentes.

Sobre la estimación de poses de manos, estos sistemas son capaces de
devolver el modelo de una mano a partir de algún dato de entrada. La
capacidad de estimar la pose de las manos es muy útil para entender el
lenguaje de gestos, para la interacción hombre-máquina (HCI) y hombre-
robot (HRI), realidad virtual VR) y teleoperación del robots natural.

Las aproximaciones que se proponen en este documento aceptan como
entrada imágenes a color y devuelven las coordenadas de cada articulación
de la mano. Este tipo de representación de la mano es simple y fácil de
entender y trabajar con ella. Además, proporciona un modelo más fiel a las
características de cada individuo. A pesar de que los métodos que aceptan
imágenes como entrada tienen los problemas comentados anteriormente,
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sería igualmente útil para muchas aplicaciones como se comentaba también
antes. Vale la pena resaltar que los sistemas que se proponen en esta tesis
también están basados en deep learning por la gran precisión que proveen,
tal como se comentaba anteriormente.

El presente documento se enfoca en la estimación de poses de la mano
2D y 3D. En el primer caso, la pose se expresa en coordenadas u, v, corre-
spondiente a píxeles concretos de la imagen. En el segundo caso, la pose
x, y, z se establece en el sistema de referencia 3D del mundo real. Además
de eso, se ha aplicado nuestro método de estimación de poses de manos en
3D a la teleoperación de diferentes manos robóticas.

En este punto hay que resaltar que para entrenar modelos basados en
deep learning se necesitan cantidades ingentes de datos. A este respecto,
en el tiempo en que se exploró este tema, casi ningún dataset de poses de
manos proveía suficientes muestras anotadas. Así pues también se propone
un dataset de gran escala y multivista de poses de manos junto con la
metodología que seguimos para generar las anotaciones fácilmente.

Este documento está organizado de la siguiente manera. Primero se
trata el tema del reconocimiento de objetos tridimensionales y se proponen
diferentes métodos para enfocar el tema. En los Capítulos 3 y 4 se proponen
dos métodos diferentes para atacarlo. El Capítulo 3 también ahonda sobre
la posibilidad de aplicar el método descrito a nubes de puntos proveídas por
sensores reales, y su implementación en vehículos inteligentes. Finalmente,
el capítulo 5 se enfoca en el reconocimiento 2D y 3D de poses de manos, y su
posible aplicación para teleoperación de manos robóticas. En este mismo
Capítulo, también se introduce un dataset de gran escala y multivista
de poses de manos junto con la metodología que seguimos para generar
grandes cantidades de datos etiquetados fácilmente y sin esfuerzo.

Finalmente, es importante mencionar que esta tesis se ha llevado a cabo
en el marco de los siguientes proyectos:

• SIRMAVED: An integrated robotic system for monitorization and in-
teraction of the brain injured and handicapped persons subvencionado
por el Ministerio de Economía de España y por los fondos FEDER.
DPI2013-40534-R.
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• RETOGAR: A system to enhance the autonomy of the brain injured
and handicapped persons for their integration in society. subven-
cionado por el Ministerio de Ministerio de Economía de España y
por los fondos FEDER. DPI2016-76515-R.

Y también haciendo uso de las siguiente becas:

• Beca ACIF para estudios doctorales. Proporcionado por la General-
itat Valenciana, Conselleria d’Educació, Investigació, Cultura i Es-
port. ACIF/2017/243.

• Beca BEFPI para estudios doctorales. Proporcionado por la Gen-
eralitat Valenciana, Conselleria d’Educació, Investigació, Cultura i
Esport. BEFPI/2019/039.

A.2 Metodología

En este capítulo se explican algunos de los recursos más importantes a
los que se hace referencia en el texto como el concepto de deep learning.
Además, también se detallan algunos frameworks que se han usado para
la implementación de los sistemas propuestos además de los conjuntos de
datos usados para entrenar, validar y comprobar su funcionamiento.

A.2.1 Deep Learning

El deep lerning (DL) es una rama de la inteligencia artificial (AI), que
a su vez consiste en una colección de algoritmos que son capaces de llevar
a cabo tareas que requieren, en principio, de inteligencia humana. Por
ejemplo, percepción visual, reconocimiento del habla, toma de decisiones
y traducción entre idiomas. Los métodos basados en deep learning se
diferencian de los métodos tradicionales de AI, como las redes neuronales,
en dos aspectos principales. Por un lado, los modelos de DL solucionan
algunas de las limitaciones de los métodos tradicionales como el problema
de las gradientes evanescentes[Hu et al., 2018], lo que permite la creación
de redes más profundas y, por lo tanto, conseguir más precisión. Por
otro lado, estos algoritmos también introducen una serie de características
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que ayudan a mejorar el proceso de aprendizaje. Por ejemplo, nuevos
optimizadores como ADAM [Kingma and Ba, 2014a], y nuevas funciones
de activación como las unidades lineales rectificadas (ReLU).

Algunas de las ideas detrás de los métodos de DL no son especialmente
novedosas. Por ejemplo, las redes neuronales convolucionales (CNNs)
fueron propuestas en [Fukushima, 1980], en 1980. Sin embargo, esas ideas
no pudieron ser totalmente explotadas hasta ahora debido a dos razones
principales. Primero, cuando los algoritmos fueron propuestos, no se con-
taba con la potencia de cálculo necesaria para explorarlos completamente.
Y segundo, para entrenar estos algoritmos se requiere grandes cantidades
de datos, la cual no estaba disponible en la época. Sin embargo, en 2012,
Alex Krizhevsky propuso AlexNet [Krizhevsky et al., 2012], que era una
CNN, y superó por un gran margen al resto de los métodos que se presen-
taron al reto ImageNet ese año.

Desde entonces, las aproximaciones basadas en DL se han aplicado a
cualquier tarea consiguiendo niveles de precisión nunca vistos hasta ahora.
Con el éxito de los algoritmos empezaron a surgir los frameworks de desar-
rollo especializados. Estos frameworks de DL implementan y encapsulan
muchos de los detalles de más bajo nivel para que los usuarios puedan
explotar fácilmente sus ventajas sin ser expertos en los métodos. A con-
tinuación se ahonda en este tema.

A.2.2 Frameworks de Deep Learning

Como ya se ha mencionado, los frameworks de DL son bibliotecas que
permiten un rápido desarrollo de un algoritmo basado en DL implemen-
tando y encapsulando detalles de bajo nivel para que los usuarios puedan
explotar fácilmente sus ventajas sin ser expertos completos en los métodos
en sí, e implementar rápidamente sus arquitecturas. Los frameworks tam-
bién implementan los métodos de aprendizaje y despliegue, que pueden
ser utilizados por cualquier arquitectura. A continuación, se ofrece una
breve descripción de los frameworks que se utilizan para implementar los
métodos mencionados en el presente documento.
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A.2.2.1 Tensorflow y Keras

Como se indica en su página web1, TensorFlow es una plataforma de
código abierto para aprendizaje automático. Tiene un amplio y flexible
ecosistema de herramientas, bibliotecas y recursos de la comunidad que
permite a los investigadores impulsar el estado del arte en aprendizaje
automático (ML) y a los desarrolladores construir y desplegar fácilmente
aplicaciones potenciadas por (ML). Este es uno de los frameworks más
populares y proporciona facilidad de uso y diferentes niveles de abstrac-
ción. Por lo tanto, este framework se adapta completamente al experto
y al novato. Además, está disponible para una gama de plataformas de
hardware y software, desde dispositivos empotrados hasta estaciones de
trabajo y servidores, y desde páginas web hasta scripts de python. Tam-
bién proporciona una interfaz de programación de aplicaciones (API) de
alto nivel, pero potente, que se llama Keras, y suele ser el punto de entrada
a este framework.

A.2.2.2 PyTorch y Caffe

PyTorch2 es otro popular framework de aprendizaje profundo. Sus
características son muy similares a las de su competidor directo Tensorflow,
el cual se discute en la sección A.2.2.1.

Caffe fue uno de los primeros framework de aprendizaje profundo que
surgieron, y algunas de las obras introducidas en este manuscrito lo uti-
lizaron. Actualmente, Caffe es parte del núcleo de PyTorch, por lo que
carece de su propia entidad.

A.2.2.3 DarkNet

Como se indica en su página web3, DarkNet es un framework de redes
neurales de código abierto escrito en C y CUDA. Es rápido, fácil de insta-
lar y soporta computación en CPU y GPU. En realidad no es tan popular
o tan fácil de usar, pero algunas arquitecturas importantes fueron imple-

1https://www.tensorflow.org/about
2https://pytorch.org
3https://pjreddie.com/darknet/

https://www.tensorflow.org/about
https://pytorch.org
https://pjreddie.com/darknet/


Appendix A. Introducción 137

mentadas por primera vez en este framework. Por ejemplo, Yolo [Redmon
and Farhadi, 2017], que es uno de los mejores detectores de objetos basa-
dos en imágenes del estado del arte, fue lanzado por primera vez en este
framework.

A.2.3 Conjuntos de datos

Para entrenar, probar y validar los modelos de DL, se necesita un con-
junto de datos adecuado. Un conjunto de datos es sólo una colección de
datos. Idealmente, los conjuntos de datos deben tener algunas caracte-
rísticas. Por ejemplo, deben estar compuestos de una gran cantidad de
muestras, deben proporcionar una representación uniforme de las caracte-
rísticas y sin sesgos, y también debe proporcionar una anotaciones precisas.

Los conjuntos de datos que participan en los experimentos detallados
en este manuscrito se describen a continuación.

A.2.3.1 ModelNet

Como los autores originales declaran en su página web, el objetivo del
proyecto Princeton ModelNet [Wu et al., 2015] es proporcionar a los in-
vestigadores en visión por computador, gráficos por computador, robótica
y ciencia cognitiva, una colección completa y limpia de modelos 3D de
objetos. Para construir el núcleo del conjunto de datos, compilaron una
lista de las categorías de objetos más comunes en el mundo, utilizando
las estadísticas obtenidas de la base de datos SUN. Una vez establecido el
vocabulario para los objetos, recogieron modelos 3D CAD pertenecientes a
cada categoría de objetos usando motores de búsqueda en línea mediante
la consulta de cada término de la categoría correspondiente. Luego, un
equipo de trabajadores humanos de Amazon Mechanical Turk fueron con-
tratados para decidir manualmente si cada modelo CAD pertenecía a las
categorías especificadas, usando una herramienta diseñada internamente
con control de calidad. Para obtener un conjunto de datos muy limpio, se
eligieron 10 categorías de objetos populares, y se eliminaron manualmente
los modelos que no pertenecían a estas categorías. Además, también se
alineó manualmente la orientación de los modelos CAD. Proporcionan una
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versión reducida con 10 categorías y la versión completa compuesta por 40
categorías diferentes. No sólo mantienen el conjunto de datos, sino también
el desafío correspondiente. ModelNet es el estado del arte en conjuntos de
datos de reconocimiento de objetos 3D, y establecen un marco para poder
comprar fácilmente aproximaciones entre ellas.

Figure A.1: Muestras de escritorios y mesas del dataset ModelNet.

En cuanto a sus limitaciones, cabe señalar que los modelos son CAD
y no comparten la misma referencia de escala, por lo que es probable que
se encuentre una silla más grande que un avión. Además, la escala no es
ni siquiera la misma dentro de las muestras de la misma categoría. Tam-
bién vale la pena señalar que algunas de las categorías apenas representan
diferentes tipos de objetos. Por ejemplo, el conjunto de datos incluye las
categorías mesa y escritorio, que son esencialmente lo mismo, como se
muestra en la Figura A.1; o taza, copa y jarrón que normalmente com-
parten las mismas características visuales y tridimensionales. Por último,
los conjuntos de datos no están equilibrados en absoluto.

A.2.3.2 ShapeNetV2 Core

ShapeNet [Chang et al., 2015] es un proyecto que pretende recoger un
conjunto de datos a gran escala de formas 3D junto con sus anotaciones. Es
un proyecto en curso, lo que significa que están continuamente actualizando
la base de datos con nuevas muestras. Las categorías siguen la jerarquía
de WordNet.

Como están continuamente actualizando el conjunto de datos, cada
cierto tiempo liberan una colección de muestras validadas, que se llama
ShapeNetCore. Así pues, ShapeNetCoreV2 es un subconjunto del conjunto
de datos completo de ShapeNet. Ésta cubre 55 categorías de objetos co-
munes con unos 51.300 modelos 3D únicos. Algunas muestras de este
conjunto de datos se pueden ver en la figura A.2. La tabla A.1 muestra el
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número de muestras por categoría.

Figure A.2: Muestras aleatorias de sillas del dataset ShapeNet.

ID Category # of samples ID Category # of samples

1 Airplane 4045 29 Jar 596
2 Trashcan 343 30 Knife 412
3 Handbag 83 31 Lamp 2317
4 Handbasket 113 32 Laptop 460
5 Bathtub 856 33 Speaker 1597
6 Bed 233 34 Mailbox 94
7 Bench 1813 35 Microphone 67
8 Bird House 73 36 Microwave 152
9 Bookshelf 452 37 Motorcycle 337
10 Bottle 498 38 Mug 214
11 Bowl 186 39 Piano 239
12 Bus 939 40 Pillow 96
13 Cabinet 1571 41 Pistol 307
14 Camera 113 42 Pot 599
15 Tincan 108 43 Printer 166
16 Cap 56 44 Remote 66
17 Car 3514 45 Rifle 2371
18 Cellphone 830 46 Rocket 85
19 Chair 6778 47 Skate 151
20 Clock 651 48 Sofa 3173
21 Keyboard 65 49 Stove 218
22 Dishwasher 93 50 Table 8435
23 Display 1091 51 Telephone 1088
24 earphone 73 52 Tower 133
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25 Faucet 744 53 Train 389
26 File 298 54 Watercraft 1938
27 Guitar 797 55 Washer 169
28 Helmet 162

Table A.1: Distribución de muestras por clase del dataset ShapeNetV2 Core.

Las muestras de este conjunto de datos también vienen en un formato
de malla. ShapeNetV2 Core muestra el mismo problema relacionado con
la escala mostrada por ModelNet, por lo que es probable que encuentre
una botella más grande que un autobús. Sin embargo, recientemente han
lanzado una versión con anotaciones corregidas de escala, peso y volumen
llamada ShapeNetSem. Desgraciadamente, fue lanzada después de que la
experimentación mostrada en esta tesis fuera llevada a cabo.

A.2.3.3 IKEA Dataset

El IKEA dataset es una colección de modelos 3D que representan es-
cenas típicas de interiores y sus correspondientes imágenes. Los modelos
fueron diseñados a partir del catálogo de IKEA, y las imágenes fueron
recuperadas de Flikr, que es un repositorio de imágenes públicas. La an-
otación consiste en la categoría y la pose, ya que los modelos 3D fueron
superpuestos manualmente en el plano de la imagen. Por lo tanto, el con-
junto de datos está destinado a desarrollar y evaluar la estimación de la
pose fina basada en los modelos 3D. Sin embargo, nosotros adoptamos los
modelos CAD para evaluar nuestros métodos de reconocimiento de objetos
3D. Algunas muestras aleatorias de este dataset se muestran en la figura
A.3.

Figure A.3: Muestras aleatorias del dataset de IKEA.

Como limitaciones de este conjunto de datos podría mencionarse que



Appendix A. Introducción 141

su número de muestras es muy pequeño comparado con el de ModelNet
o ShapeNet. Por esta razón, sólo lo usamos para pruebas y no para en-
trenamiento. Además, vale la pena señalar que durante los experimentos
encontramos algunas muestras mal etiquetadas en este conjunto de datos.

A.2.3.4 ObjectNet Dataset

ObjectNet [Xiang et al., 2016] es un conjunto de datos para reconocimiento
de objetos en 3D. Está compuesto por 100 categorías que incluyen 90127
imágenes. En total, proporciona 201888 instancias de objetos en estas
imágenes y 441473D formas 3D. Los objetos de las imágenes de esta base
de datos están alineados con las formas 3D, y la alineación proporciona
tanto una anotación precisa de la pose 3D como la anotación de la forma
3D más cercana para cada objeto 2D. Es decir, la forma 3D correspondi-
ente al objeto 2D es aproximadamente la misma, pero no exactamente la
misma.

También proporcionan experimentos base en cuatro tareas: segmentación,
detección de objetos en 2D, detección de aristas en 2D y estimación de la
pose de objetos en 3D, y recuperación de formas en 3D basada en imá-
genes, que pueden servir para comparar futuras investigaciones utilizando
esta base de datos. Algunas muestras de los modelos 3D se pueden ver en
la Figura A.4.

Figure A.4: Muestras aleatorias del dataset ObjectNet.

Como en esta tesis se enfoca en el reconocimiento de objetos 3D puro,
las imágenes correspondientes se han descartado. Por lo tanto, sólo se usan
las formas 3D y la anotación de la categoría. Además, sólo se utilizan las
muestras cuyas categorías también aparecen en ModelNet-10.
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A.2.3.5 The University of Sydney Campus Dataset

El The University of Sydney Campus dataset presenta un conjunto de
datos a largo plazo, a gran escala, recogidos durante un año y medio sem-
analmente en el campus de la Universidad de Sydney y sus alrededores. El
The USyd Campus dataset ha sido diseñado para ayudar al desarrollo, val-
idación y prueba de la robustez de los algoritmos bajo una amplia variedad
de condiciones. Incluye múltiples modalidades de sensores y cubre varias
condiciones ambientales así como diversos cambios en la iluminación, la es-
tructura de la escena y los volúmenes de tráfico de peatones/vehículos. El
conjunto de datos también incluye un conjunto de datos de segmentación
semántica con diferentes condiciones de iluminación y perspectivas de la
cámara, y un conjunto de datos de imágenes de clase ’Road’ que se genera
automáticamente utilizando el lidar. Para facilitar el uso del conjunto de
datos por parte de los investigadores y profesionales, también proporcionan
un conjunto de herramientas de desarrollo para el análisis y la visualización
del conjunto de datos. Algunas muestras del conjunto de datos se pueden
ver en la Figura A.5.

Figure A.5: Some random samples of The USyd Campus dataset.

En esta tesis se usa este conjunto de datos para extraer el área de
interés (AOI) de los objetos de las imágenes y las correspondientes nubes
de puntos para construir un conjunto de datos y entrenar PointRgbNet,
como se explica en la Sección 3.6.

A.2.3.6 KITTI Dataset

Como explican los autores originales en su página web, KITTI aprovecha
la plataforma autónoma de conducción de Annieway para desarrollar nove-
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dosos y desafiantes retos para las técnicas de visión por computador. Las
tareas que pueden ser abordadas por este conjunto de datos incluyen: es-
téreo, flujo óptico, odometría visual, detección de objetos en 3D y seguimiento
en 3D. Para ello, el vehículo, que es una camioneta estándar, está equipado
con dos cámaras de vídeo de alta resolución en color y escala de grises. Un
escáner láser Velodyne y un sistema de localización por GPS proporcionan
las anotaciones. Los datos fueron capturados conduciendo alrededor de la
ciudad de Karlsruhe, en zonas rurales y en autopistas. Hasta 15 coches
y 30 peatones son visibles en las imágenes. Además de proporcionar to-
dos los datos en formato crudo, KITTI también proporciona retos para
cada tarea junto con la correspondiente métrica de evaluación. Los exper-
imentos preliminares mostraron que los métodos que mejor funcionan con
otros datasets, como Middlebury, se desempeñan por debajo de lo esperado
cuando se los traslada fuera del laboratorio, al mundo real. El objetivo de
este conjunto de datos es reducir este sesgo y complementar los conjuntos
de datos existentes proporcionando referencias del mundo real y nuevos re-
tos para la comunidad. Algunas muestras del conjunto de datos se pueden
ver en la Figura A.6.

Figure A.6: Muestras aleatorias del dataset de KITTI.

Este dataset se usa para evaluar PointRgbNet, el cual es descrito en la
Sección 3.6.

A.2.3.7 Stereo Hand Pose Tracking Benchmark

El Stereo Hand Pose Tracking Benchmark es un banco de pruebas de
seguimiento de la postura de la mano en 3D a largo plazo. Contiene 18.000
pares de imágenes estéreo y las correspondientes posiciones 3D de las artic-
ulaciones de la palma y los dedos en diferentes escenarios. El conjunto de
datos fue capturado simultáneamente por una cámara estereoscópica Point
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Grey Bumblebee2 y una cámara de profundidad Intel Real Sense F200. Se
etiquetaron manualmente las posiciones de las articulaciones de los dedos
y el centro de la palma de la mano en las imágenes de profundidad. El
benchmark contiene seis entornos con diferentes niveles de dificultad para
la segmentación de la mano y la estimación de la disparidad. Como es
difícil rastrear las posiciones de las manos con auto-oclusiones o rotaciones
globales, capturaron dos secuencias para cada ambiente sin y con estas
dos situaciones. El dataset tiene 12 secuencias diferentes y cada secuencia
contiene 1.500 pares estéreo e imágenes de profundidad. La Figura A.7
muestra algunas muestras de este conjunto de datos.

Figure A.7: Algunas muestras del dataset Stereo Hand Pose Tracking Bench-
mark.

A.2.3.8 Rendered Hand Pose Dataset

Este conjunto de datos está compuesto por imágenes en color de manos,
imágenes de profundidad y máscaras de segmentación. Las poses de las
manos también se proporcionan en coordenadas x,y en el plano de la im-
agen, y en xyz en el sistema de referencia 3D del mundo. Contiene 41258
muestras de entrenamiento y 2728 muestras de test. Fue creado con per-
sonajes gratuitos de Mixamo y renderizado con Blender. Por lo tanto, este
conjunto de datos es completamente sintético. Esto significa que las anota-
ciones son perfectas. Sin embargo, las muestras no son lo suficientemente
realistas. Este hecho podría llevar a una potencial falta de capacidad de
generalización si un sistema es entrenado con este conjunto de datos. Algu-
nas muestras aleatorias de este conjunto de datos se muestran en la Figura
A.8.
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Figure A.8: Some random samples of the Rendered Hand Pose Dataset.

A.3 Propuesta y objetivos

En este trabajo, las propuestas tienen como objetivo ampliar los límites
del reconocimiento de objetos tridimensionales y la estimación de la pose
de la mano en 3D.

Por lo tanto, en esta tesis se persiguen dos objetivos principales. En
primer lugar, este trabajo pretende lograr un sistema de reconocimiento
de objetos preciso para los datos tridimensionales. Y en segundo lugar,
también se centra en mejorar los métodos de estimación de la pose de la
mano tridimensional a partir de imágenes en color.

Específicamente, los objetivos de este trabajo de investigación son los
siguientes:

• Desarrollar un método de reconocimiento de objetos 3D y aplicarlo
a alguna tarea específica

• Desarrollar un método de estimación de poses de manos y aplicarlo
a alguna tarea específica

A.4 Contenido de la tesis

De acuerdo con los temas tratados en esta tesis, el resto del documento
se estructura de la siguiente manera:

En el Capítulo 2, Antecedentes, se discuten los principales trabajos
relacionados con el reconocimiento de objetos 3D y la estimación de la pose
de la mano.

En el Capítulo 3, Reconocimiento de objetos tridimensionales
mediante una representación volumétrica, se exploran las posibili-
dades de implicar una representación volumétrica de los objetos tridimen-
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sionales en un método de aprendizaje profundo. Se proponen diferentes
métodos capaces de funcionar con la representación completa de los ob-
jetos y con la representación parcial, y finalmente profundizamos en su
aplicación a los datos de Lidar y en la detección de objetos urbanos en el
contexto de los sistemas de transporte inteligentes.

En el Capítulo 4, Reconocimiento de objetos tridimensionales
usando una representación en secciones, se explora una solución
diferente a la representación de objetos tridimensionales. En este enfoque,
la nube de puntos se proyecta al plano de la imagen usando secciones
tomadas del objeto para aprovechar al máximo los métodos más precisos
de reconocimiento de objetos en imágenes.

En el capítulo 5, Estimación de poses de manos, se proponen méto-
dos de estimación de la pose de la mano en 2D y 3D. Además, también se
presenta un conjunto de datos multivista de gran escapa para estimación
de poses junto con la metodología que se siguió para capturar fácilmente
grandes cantidades de datos anotados.

En el Capítulo 6, Conclusión, se extraen las conclusiones y consid-
eraciones finales. Además, se presentan las contribuciones al tema y se
enumeran las publicaciones derivadas de este trabajo. Para concluir el
capítulo, se muestran también los posibles caminos para trabajos futuros.
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Conclusiones

En este Capítulo se plantean las conclusiones de la tesis. La Sec-
ción B.1 muestra las conclusiones generales. Las principales aporta-
ciones de esta tesis están listadas en la Sección B.2. Las publica-
ciones que han surgido de esta tesis están igualmente listadas en la
Sección B.3. Finalmente, en la Sección B.4, se proponen las líneas
de trabajo futuro.

B.1 Conclusiones

En esta tesis, se han desarrollado diferentes métodos de reconocimiento
de objetos 3D basados en DL. En primer lugar, PointNet alcanzó una pre-
cisión superior a lo que era el estado del arte para ModelNet-10 en el
momento en que se creó, con una precisión de 77, 64%. El sistema era
preciso, eficiente y proporcionaba una novedosa arquitectura basada en
la convolución 3D. Sin embargo, estaba planteado para que se alimentara
de representaciones completas de los objetos. Es poco probable que los
sensores reales obtengan este caso, ya que sólo son capaces de capturar
una vista parcial del objeto. Teniendo en cuenta esta cuestión, se propone
Par3dNet. Esta arquitectura se basa en la misma idea de PointNet pero es
capaz de tomar vistas parciales de los objetos como entrada. Esta arqui-
tectura era precisa y eficiente y resolvía la limitación que tenía PointNet.
También cabe destacar que Par3dNet funcionó con precisión con los datos
proporcionados por un sensor 3D de Kinect a pesar de estar entrenado con
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datos sintéticos. Por último, PointRgbNet une el concepto de Par3dNet
con CNNs tradicionales para unir con éxito la información 3D y de color
en la misma arquitectura. El sistema es capaz de detectar objetos urbanos
usando hardware real de coches inteligentes. Además, también fue capaz
de rechazar falsos positivos en carteles, pantallas, anuncios y otros objetos
urbanos ambiguos.

En cuanto a LonchaNet, y los enfoques de representación basados en
secciones, no se va a profundizar más en esta representación a pesar de
ser uno de los enfoques más precisos en el momento en que se propuso.
Sin embargo, esta aproximación es ineficiente ya que para aumentar la
precisión, se deberían añadir más CNNs al modelo. Además, también es
inadecuado para los datos de la vida real ya que su principal ventaja es que
las secciones son capaces de capturar la estructura interna de los objetos.
Sin embargo, en los datos proporcionados por los sensores reales, este tipo
de estructura no está representada.

Cabe resaltar en este punto que las propuestas mencionadas son capaces
de tomar como entrada nubes de puntos, que son una de las representa-
ciones más comunes para los datos tridimensionales, y la representación
por defecto que proporcionan la mayoría de los sensores tridimensionales.

En cuanto a la parte de la estimación de la pose de la mano, se propone
un método 2D y un método 3D que toman como entrada una imagen en
color y proporcionan la posición de las articulaciones de una mano ya sea
en el plano de la imagen o en un sistema de coordenadas del mundo real.
Esta representación es capaz de capturar las características únicas de cada
mano, tales como las longitudes correctas de los huesos, mientras que es
natural y fácil de trabajar. El modelo 3D fue entrenado en un conjunto
de datos que fue capturado en una plataforma hardware creada para tal
fin. También proporcionamos la metodología que seguimos para generar
fácilmente datos anotados en la plataforma mencionada. Evaluamos con
éxito nuestros métodos con diferentes conjuntos de datos y superamos los
métodos más avanzados hasta el momento en que se realizó la investigación.
El método 3D se integró con un sistema de teleoperación de manos robot,
lo que puso de manifiesto la precisión del enfoque.
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B.2 Contribuciones de la tesis

Las contribuciones de esta tesis son las siguientes:

• PointNet, LonchaNet, Par3DNet, PointRgbNet y arquitecturas derivadas
para reconocimiento de objetos 3D a partir de nubes de puntos que
representan el objeto completo, vistas parciales de los objetos y datos
provenientes de Lidar.

• Un conjunto de datos multivista de gran escala con diferentes tipos
de anotaciones y datos.

• Sendos sistemas de estimación de poses de manos 2D y 3D, que fue
aplicado al control de una mano robot.

B.3 Publicaciones derivadas de la tesis

Durante el desarrollo de la tesis, se han publicado 17 artículos en re-
vistas de alto impacto según el índice Journal Citation Reports (JCR).
Además, se han efectuado 26 comunicaciones en congresos internacionales.

Específicamente, los siguientes artículos fueron publicados como resul-
tado directo de la investigación llevada a cabo:

Artículos publicados en revistas científicas:

• F. Gomez-Donoso and F. Escalona and M. Cazorla. “Par3DNet:
Using 3DCNNs for Object Recognition on Tridimensional Partial
Views”. Applied Sciences, Volume 10, 2020, Q2 2.287. (Capítulo
3.4) [Gomez-Donoso et al., 2020].

• F. Gomez-Donoso, S. Orts-Escolano and M. Cazorla. "Large-scale
multiview 3D hand pose dataset". Image and Vision Computing,
Volume 81, 2019, Pages 25-33, Q1 2.747. (Capítulo 5.3) [Gomez-
Donoso et al., 2019c].

• F. Gomez-Donoso, S. Orts-Escolano and M. Cazorla. "Accurate and
Efficient 3D Hand Pose Regression using a Monocular RGB Camera
for Robot Hand Teleoperation". Expert Systems with Applications,
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Volume 136, 2019, Pages 327-337, ISSN 0957-4174, Q1 4.292. (Capí-
tulo 5.4) [Gomez-Donoso et al., 2019b].

Artículos en conferencias internacionales:

• A. Garcia-Garcia, F. Gomez-Donoso, J. Garcia-Rodriguez, S. Orts-
Escolano, M. Cazorla and J. Azorin-Lopez. "PointNet: A 3D Con-
volutional Neural Network for real-time object class recognition".
IJCNN 2016, SJR 0.286. (Capítulo 3.3) [Garcia-Garcia et al.,
2016].

• F. Gomez-Donoso, A. Garcia-Garcia, J. Garcia-Rodriguez, S. Orts-
Escolano and M. Cazorla ."LonchaNet: A sliced-based CNN architec-
ture for real-time 3D object recognition". IJCNN 2017, SJR 0.286.
(Capítulo 4.3) [Gomez-Donoso et al., 2017a].

• F. Gomez-Donoso, S. Orts-Escolano and Miguel Cazorla. "Robust
Hand Pose Regression Using Convolutional Neural Networks". ROBOT
2018. (Capítulo 5.3) [Gomez-Donoso et al., 2018].

• F. Gomez-Donoso, E. Cruz, S. Worrall, M. Cazorla and E. Nebot.
"PointRgbNet: A hybrid 2D/3D CNN for urban object recognition".
(Capítulo 3.5) (pending submission)

• F. Gomez-Donoso, E. Cruz, S. Worrall, M. Cazorla and E. Nebot.
"Using a 3D CNN for Rejecting False Positives on Pedestrian Detec-
tion". IJCNN 2020, SJR 0.286. (Capítulo 3.5)

Otros trabajos en los cuales se ha aportado de forma significativa du-
rante el desarrollo de la tesis, pero no tienen que ver con los temas que
ésta trata, son:

Azuar, D., Gallud, G., Escalona, F., Gomez-Donoso, F., and Cazorla, M.
(2020). A story-telling social robot with emotion recognition capabilities
for the intellectually challenged. In Silva, M. F., Luís Lima, J., Reis,
L. P., Sanfeliu, A., and Tardioli, D., editors, Robot 2019: Fourth Iberian
Robotics Conference, pages 599–609, Cham. Springer International Pub-
lishing.
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estimated depth. In Silva, M. F., Luís Lima, J., Reis, L. P., Sanfeliu, A.,
and Tardioli, D., editors, Robot 2019: Fourth Iberian Robotics Conference,
pages 563–574, Cham. Springer International Publishing.

B.4 Trabajos futuros

Siguiendo con la parte de reconocimiento de objetos en 3D puro, planeamos
involucrar datos con ruido en el momento de entrenamiento para mejorar
aún más la precisión y la robustez del sistema. También planeamos in-
cluir más categorías y muestras fusionando diferentes conjuntos de datos.
Además, también estamos planteando recopilar, y potencialmente grabar
si es necesario, un conjunto de datos adecuado de objetos 3D segmenta-
dos proporcionados por sensores reales. También añadiremos un sistema
de estimación de la pose a la red, para que la arquitectura sea capaz de
proporcionar no sólo la clasificación de la nube de puntos de entrada, sino
también la posición y orientación de los objetos en el sistema de coorde-
nadas de la cámara. Finalmente, también planeamos desarrollar un método
para segmentar automáticamente el objeto del fondo, ya que esto se está
haciendo manualmente o mediante algún sistema automático externo.

También planeamos aplicar el aumento de datos a la arquitectura de
PointRgbNet. Además, también se planea añadir un nuevo tipo de Lidar al
vehículo inteligente. Este nuevo sensor es capaz de centrarse en una parte
específica de la escena para obtener más resolución y nubes de puntos
más densas. Ambas mejoras llevarían eventualmente a un aumento de la



Other works 155

precisión.
Siguiendo con la tarea de estimación de la pose de la mano, planeamos

extender nuestro método para suavizar los resultados a lo largo del tiempo
y proponer un enfoque de extremo a extremo. Para ello, tenemos la inten-
ción de utilizar unidades recurrentes dentro de HandPoseNet. Las unidades
recurrentes son capaces de tomar secuencias como entrada y aprender pa-
trones temporales. Esperamos que este enfoque pueda ayudar a luchar
contra el efecto de temblor del que sufre actualmente nuestro sistema de
estimación. Además, también se considerará un postproceso para filtrar y
suavizar las predicciones. Además, también planeamos unir HandLocNet y
HandPoseNet en una sola arquitectura. Esto permitiría un procedimiento
de entrenamiento más simple y un paso de inferencia más rápido. Además,
como la metodología propuesta para crear el conjunto de datos permite una
fácil y rápida captura de nuevos datos etiquetados, también planeamos
ampliar el conjunto de datos de poses de manos involucrando a más indi-
viduos y diferentes fondos. Esto mejoraría la capacidad de generalización
de ambos modelos HandLocNet y HandPoseNet
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